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I. Introduction 
 

 Income inequality has been given great attention over time by numerous researchers who 

have attempted to divine both the causes and the effects of the phenomenon.  Any researcher has 

numerous options available to them when choosing a level at which to perform their inquiry into 

income inequality.  Given this, previous studies have been performed at the national and cross 

national level, the state level, and the county level.  Many studies have also been performed 

using representative samples of Metropolitan Statistical Areas (MSAs), Primary Metropolitan 

Statistical Areas (PMSAs), and Consolidated Metropolitan Statistical Areas (CMSAs). 

 However, in a preliminary review of previous literature on the subject, no evidence was 

found that any previous study has been performed at the level that this study will be performed 

at.  This inquiry into income inequality will include data for all 329 MSAs and PMSAs in the 

contiguous United States.  It is hoped that by performing such a broad comparison of 

geographies and economies, a better picture of what drives income inequality in the Erie, PA 

MSA will emerge.  This is the ultimate goal of this study—to explain income inequality in Erie. 

 Given this objective, this study will address three fundamental questions: 

1) How has the level of income inequality in Erie historically compared against the state 

of Pennsylvania and the nation as a whole? 

2) How does Erie compare to other MSAs and PMSAs on the issue? 

3) What are the causes of income inequality in a metropolitan area? 

It is hoped that by answering these three questions, this study can provide a tool  

for state and local policy makers who are interested in influencing the phenomenon.  However, 

in order to proceed, it is first necessary to consult previous work on the subject in order to 

examine previous methodologies and findings.
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II. Literature Review 

 A simple conceptual model for analyzing income inequality in a population can be 

illustrated by 

Income Inequality = ƒ(city size, median income, industry mix, etc.)    

where income inequality is viewed as a dependent variable related to some set of characteristics 

of the population (independent variables) being analyzed.  Naturally, this requires any study of 

the subject to begin by answering two questions.  First, how is the phenomenon typically 

measured?  Second, what theories have been developed over time to explain income inequality?  

A review of previous work on the subject provides some guidance on both questions.   

 

A. Measuring Inequality 

There are a number of inequality measures, each coming with its own praises and 

caveats.  Each measure describes a particular condition: how far the actual distribution of income 

diverges from a perfectly equal distribution of income.  In the perfectly equal distribution, each 

percentile of income would correspond to the identical percentile of population.  For example, 

12% of the population would earn 12% of the total income, 38% of the population would earn 

38% of the total income, 75% of the population would earn 75% of the total income, etc.  The 

Lorenz curve provides a picture of this, plotting the actual distribution of income and the 

perfectly equal distribution of income (a 45° line) on a graph measuring the proportion of income 

against the proportion of population earning that income. Conceptually, the Lorenz curve lines 

the members of a population from poorest to richest (from left to right), and illustrates what 

portion of the total income each has.  It should be noted that the “members” of a population can 
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be defined in a number of ways.  Members of a population can be defined as individual income 

earners, as households (income earning units), or in a variety of other ways. 

From the hypothetical distribution proposed in Figure 1, what can be seen is that the first 

quintile of the population receives less than 20% of the total income in the population, and the 

last quintile receives more than 20% of the income in the population.  Points A and B in figure 1 

illustrate how income is distributed along the two curves.  At point A, the poorest 60% of the 

population earn 33% of the total income in the population—or the richest 40% of the population 

earn 64% of the total income.  At point B, 60% of the population earns 60% of the total 

income—or 40% of the population earns 40% of the total income.  Obviously, the relationship 

between the two curves can be instructive as to the actual level of income inequality in a 

population and, as such, several inequality measures are derived from the Lorenz curve. 

 However, there are a number of measures derived without the aid of the Lorenz curve.  In 

any case, each measure of income inequality has its own strengths and weaknesses.  

Furthermore, depending upon the goals of a specific study, one measure may be more desirable 

than another.  Both of these facts make the selection of the appropriate measure a difficult 

Fig. 1
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process.  Previous researchers provide a useful starting point by identifying the potential pitfalls 

of selecting a particular measure where the objectives of a specific study are concerned.   

 First and foremost, scale invariance must be considered (Allison 1978).  A scale invariant 

measure is insensitive to changes in the real value of income.  Quite simply, if the income level 

of each income category increases or decreases by the same proportion—for example, every 

member of the population receives a 10% pay raise or pay cut—the measure is not affected.  

Without this property, a measurement is sensitive to fluctuations in exchange rates and the price 

level—factors that do not affect the actual distribution of income (Allison 1978).  Therefore, 

studies focusing on time-series or cross-sectional comparisons should use only scale invariant 

measures.   

 A second consideration is whether or not a measure satisfies Dalton’s principle of 

transfers (Allison 1978).  Dalton’s principle states that a transfer of income from a lower 

category to an upper category is more unequal than a transfer made in the opposite direction 

(Allison 1978, Braun 1988).  This stands to reason, since income inequality is ultimately defined 

as a concentration of income in upper income categories—in fact, this concentration creates 

“upper” income categories.  Therefore, a transfer of income from a lower income category to an 

upper income category will lead to this concentration, and must be more unequal than the 

opposite transaction.  While some measures satisfy this principle, others are completely 

insensitive to the direction of transfers of income (Allison 1978, Braun 1988).  Thus, the manner 

in which a specific re-distribution of income should affect the overall level of income inequality 

must be decided before selecting a measure. 

 A third consideration is whether or not a measure is additively decomposable 

(Bourguignon 1979).  Income data are most often constructed by grouping members of the 
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population into income categories—those earning between $10,000 and $14,999, those earning 

between $15,000 and $19,999, etc.  Using these hypothetical categories, an additively 

decomposable measure can compare inequality between persons earning $11,000 and $12,000 

(within a category).  A measure that does not possess this property can only compare two 

persons if they fall into separate income categories (Bourguignon 1979).  As a result, additively 

decomposable measures allow for a finer picture of inequality at specific points in an income 

distribution (Allison 1978, Bourguignon 1979).  Therefore, the level of a particular study may 

make the use of an additively decomposable measure desirable. 

 Finally, attention must be given to the responsiveness of a measure to the causal variables 

and how they are to be constructed.  Allison (1978) instructs that measures can vary in their level 

of accuracy when weighed against variables that have no fixed zero value or cannot be compared 

in absolute terms—interval level data.  A good example of interval level data is academic test 

scores.  For example, can a student who scored a 95% on their economics final be considered to 

be twice as proficient in the subject as a student who scored 47.5%?  This would stand to reason, 

since the ratio of the scores is two to one.  It could be argued, however, that the student scoring 

47.5% is not at all proficient, and therefore, the student scoring 95% is infinitely more proficient 

in the subject.  Therefore, the two scores cannot be compared in absolute terms.  Furthermore, 

these data do not have a fixed zero value. 

Consider the possibility that the professor who delivered the exam committed an error in 

writing a question worth 5% of the exam and that all students answered the question incorrectly 

as a result.  Once this error is discovered, each student must be awarded five percentage points 

added to their score.  The lowest possible score is now 5%.  However, the ratio between the two 

students’ scores is no longer two to one, but 1.905 to one.  By changing the origin of the data, the 
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ratio of the scores has changed.  For some measures, this quality of interval level data can have 

drastic effects on the accuracy of the measure (Allison 1978).   

It is helpful then to examine a number of inequality measures against not only these 

considerations but also the goals of the study itself before settling upon any one measure.  Since 

this study will have comparison of different income distributions as one of its goals, it stands to 

reason that only scale invariant measures are applicable (Allison 1978).  A number of measures 

meet this fundamental criterion.  It should be mentioned, however, that the following 

examination of inequality measures is in no way exhaustive. 

 

The Gini Index  

The most widely accepted measure of income inequality is the Gini index, or Gini 

coefficient.  The Gini index is derived from the area of the region bounded by the perfectly equal 

distribution and the Lorenz curve, known as the area of concentration (given by A in Figure 2). 

The simplest calculation of the index is given by dividing the area of concentration (A) by the 

Fig. 2
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area beneath the perfectly equal distribution (A + B).  Therefore, a Gini score of zero (where A = 

0) would signify perfect equality, and a Gini score of one (where B = 0) would signify perfect 

inequality (see Figure 3). What can be seen from the distribution where B = 0 is that one member 

of the population has all of the income.  The precise calculation of the index is given by 
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where g(x) gives the equation for the perfectly equal distribution, and ƒ(x) gives the equation for 

the Lorenz curve. 

The primary advantage of using the Gini index is that it is by far the most accepted 

measure of income inequality, bar none.  An overwhelming majority of studies on the subject use 

this measure, and it is widely recognized and understood across disciplines and fields.  The Gini 

index has other significant advantages and disadvantages depending upon the context in which it 

is to be used.  

The Gini index is highly sensitive to changes near the center of an income distribution 

(Allison 1978, Braun 1988).  As a result, the measure is uniquely suited to studies most 

concerned with changes in the middle income categories of a population over time (Allison 

1978).  This is to be expected, since changes near the center of a Lorenz curve will have a 

relatively greater effect on the area of concentration than identical changes near the upper or 

lower bounds (Allison 1978, Braun 1988, Cheong 2000).  In addition, the measure satisfies 

Dalton’s principle of transfers—as is the case with all Lorenz-based measures (Allison 1978, 

Braun 1988, Gastwirth 1972).  This is to be expected, since a transfer of income from a lower 

category to an upper category will shift both ends of the Lorenz curve away from the perfectly 

equal distribution.  The Gini index’s sensitivity to middle income categories, however, can be 
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viewed as a bias in the measure that makes it ill suited to time series analyses (Allison 1978, 

Braun 1988).  For example, although the measure satisfies Dalton’s principle, if the middle 

income categories are relatively stable over time, the measure may understate the effects of 

income re-distributions happening at the upper and lower bounds of the Lorenz curve (Braun 

1988). 

 There is another issue with the Gini index that is also worthy of consideration.  When 

conducting a comparative analysis, it is entirely possible that two divergent income distributions 

could result in similar or identical Gini scores.  Figure 4 illustrates this condition, which occurs 

when two Lorenz curves intersect (Allison 1978, Braun 1988, Cheong 2000).  At the lower 

bounds of the distributions, what can be seen is that B is more equal (closer to the perfectly equal 

distribution) than A, and that the opposite is true at the upper bounds. It should be noted that A 

and B could represent two different populations, or the same population at two separate time 

points.  The question is how to rank the two distributions as to which is the more unequal.  If 

Dalton’s principle holds, it would follow that A is the more unequal of the two distributions.  

Fig. 4
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However, a Gini index alone could rank these two distributions as being equal to each other or, 

in the worst case, reverse the appropriate ranking depending upon the respective areas of 

concentration (Allison 1978, Braun 1988).  Furthermore, the Gini index is not additively 

decomposable, placing limits upon how precisely the income distribution can be examined. 

Finally, as Braun (1988) observes, the Gini index is outclassed by other measures where 

its explanatory power is concerned.  In a study using eight different income inequality measures 

as dependent variables against a broad range of demographic characteristics as independent 

variables, Braun found that the Gini index was the least sensitive in the group to associations 

with the independent variables.   

Furthermore, Allison (1978) found that when interval level data were used in 

constructing the independent variables, the Gini index became more susceptible to ranking 

errors.  By changing the origins (curving the scores) of interval level data, Allison (1978) found 

that the index’s rankings of income distributions could be reversed without an actual change in 

the distributions themselves.  In any case, although the Gini index is the most accepted measure 

of income inequality it would appear to have significant drawbacks that must be considered 

against the goals of a particular study.  

 

Theil’s Entropy Measure 

 Theil’s inequality measure is based upon the concept of entropy, but it is also derived 

from the Lorenz curve (Allison 1978, Braun 1988).  Entropy—a concept from information 

theory—can best be understood as the uncertainty associated with an event measured in terms of 

the probability that it will occur.  Information theory defines entropy as a negative function of 
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probability.  In short, the lower the probability that an event will occur, the higher the level of 

entropy (uncertainty) there is as to whether it will occur.  

However, since entropy is simply a measure of the uncertainty associated with an event, a 

probability of zero must not be confused with the highest level of entropy.  For example, a 

weather forecast calling for a 0% chance of rain tomorrow and a forecast calling for a 100% 

chance of rain tomorrow supply exactly the same degree of uncertainty (entropy) as to whether it 

will rain. Therefore, the smallest possible non-zero probability corresponds to maximum entropy.   

Furthermore, caution must be exercised, as events must be defined in the simplest 

possible sense in order for entropy to be used and understood as a measure.  In the example 

above, the event must be thought of simply as “it will rain,” or “it will not rain,” not “whether or 

not it will rain.”  For example, a 10% chance that it will rain (event A) may be intuitively equal 

to a 90% chance that it won’t rain (event B).  However, given this forecast, it is much more 

certain that it won’t rain (event B) than it is that it will rain (event A).  While entropy is 

conceptually complex, Theil has shown that it has some desirable properties when applied to 

income inequality.  

 If this concept is extended to a set of events [x, y, z], the uncertainty associated with the 

set can be measured as the sum of the three events’ entropy given their respective probability 

[P(x), P(y), P(z)].  In order for the entropy of the set to be zero, each event must have either a 0% 

or 100% probability of occurring—each event’s entropy must be zero.  In order for the entropy 

of the set to be maximized, each event must have the smallest possible non-zero probability—

each event’s entropy must be maximized.  By dictating that the sum of all of the probabilities in 

the set must equal 100%, Theil found entropy to be a useful measure of income inequality.  This 

condition is given by  



 11 

P(x) + P(y) + P(z) = 100% Probability 

 Under this condition, if the entropy of the set is to be zero, one and only one of the three 

probabilities can (and must) be 100%, and the other two events must both have a probability of 

0%.  Otherwise, the equation does not hold.  If more than one of the events has a 100% 

probability, the sum will be greater than 100%.  If fewer than one of the events has 100% 

probability, either entropy will be greater than zero, or the sum of the three probabilities will be 

zero.  Furthermore, entropy is now maximized when the probabilities of the three events are 

equal.  For income distributions, Theil’s entropy measure views x, y, and z not as events in a set, 

but as the members of a finite population earning shares P(x), P(y), and P(z) of the total income 

(Cowell 2002).  What can be seen is that zero entropy corresponds to perfect inequality—one 

member (event) of the population has all of the income (probability).  Conversely, entropy is 

maximized when each member of the population has an identical share of the total income (the 

mean of the income distribution).  Theil’s index is given by subtracting the actual amount of 

entropy in an income distribution from the maximum possible amount of entropy in the income 

distribution.  The calculation of Theil’s index is given by 
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 As Theil’s index is also based upon the Lorenz curve, it naturally satisfies Dalton’s 

principle of transfers.  However, because it is Lorenz-based, the index also suffers from some of 

the same problems as the Gini index.  As Braun (1988) finds, Theil’s index is also sensitive to 

changes near the center of an income distribution.  Furthermore, the index has similar ranking 

difficulties when intersecting Lorenz curves are encountered (Braun 1988, Figini 2000). 

 However, Theil’s index does have one major advantage over many other measures.  

Bourguignon (1979) found that among 14 commonly accepted inequality measures, the Theil 
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index was one of only four that were additively decomposable.  This is an advantage of 

measurements calculated using entropy.  Since the entropy of a set is expressed as the sum of the 

entropy of the individual events in the set, measurements using this concept can be additively 

decomposed.  Thus, depending upon the level at which a study is performed, Theil’s index may 

be a desirable choice. 

 However, Theil’s index rates only slightly better than the Gini index in its sensitivity to 

associations with independent variables (Braun 1988).  Although the measure can be used with 

variables derived from interval level data, this fact places limits on its explanatory power 

(Allison 1978, Braun 1988).  However, the desirability of an additively decomposable measure is 

obvious, and it would appear that Theil’s entropy measure has few peers in this regard. 

 

Atkinson’s Index 

 Atkinson’s index is also a Lorenz-based measure.  However, the index is distinct from the 

Gini index and Theil’s entropy measure in that it incorporates utility theory and the concept of 

social welfare.  The underlying assumption in utility theory is that every object and activity has a 

certain amount of utility (value) or dis-utility (negative value) associated with it, and that 

individuals base their decisions upon the amount of utility or dis-utility a decision will give them.  

For example, for a person who likes apples, an apple holds a certain amount of utility.  

Conversely, for a person who is allergic to apples, an apple holds a certain amount of dis-utility.  

Therefore, whether or not an individual decides to purchase an apple will depend upon the 

amount of utility or dis-utility that they expect to receive from it.  A second assumption of the 

theory is that individuals are constantly attempting to maximize their utility given their available 

resources. 
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 This concept can be expressed mathematically.  However, it must be noted that numerical 

values attached to utility are only theoretical, as there is no actual way to measure them.  

Furthermore, while utility values can be ranked, they cannot be compared in absolute terms.  A 

simple example of an individual attempting to maximize utility would be to compare two 

goods—an apple and an orange—against an individual’s available resources—the amount of 

money in her or his wallet.  If it is assumed that the apple and the orange provide the individual 

with the same amount of utility, and the price of each is the same, the individual will be 

indifferent as to which fruit to purchase.  However, if the prices of both are the same, but the 

apple has more utility, the individual will select the apple.  Likewise, if the utilities of both are 

the same, but the price of the apple is lower, the individual will select the apple, as it will leave 

her or him with more money remaining after the purchase is made.  This assumes, of course, that 

the individual has enough money to purchase either fruit.  It also implies that money has some 

level of utility.  

 A third assumption of utility theory is that most objects and activities are subject to what 

is known as diminishing marginal utility.  This concept states that the extra utility gotten from 

consuming one more unit of a good will be less than the extra utility provided by the previous 

unit.  For example, for an individual who likes apples, eating one apple will result in a certain 

amount of utility.  However, if the individual consumes a second apple, it is likely that they will 

not derive as much extra utility from it as they did from the first.  A third apple will likely bring 

less extra utility, and so on.  Atkinson makes several assumptions using both utility theory and 

the concept of social welfare. 

Atkinson’s primary assumption is that social welfare is defined as the sum of the 

individual utility (value) each member of a population gains from the amount of income he or 
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she earns (Allison 1979, Kaplow 2003).  His second assumption is that all members of the 

population have the same utility function for income, which is ultimately concave (see Figure 5).  

What can be seen from Figure 5 is that, although the total amount of utility an individual gains 

increases with income, it ultimately begins increasing at a successively slower rate (in this case 

at an income level of 20), implying that income is subject to diminishing marginal utility.  In 

effect, once an individual’s income reaches a certain level, the value of additional income 

decreases successively.  However, this does not imply that additional units of income will 

decrease an individual’s total utility, just that those additional units will not provide as much 

extra utility as previous units. 

 From Atkinson’s assumptions, two conclusions can be drawn.  First, income earned by 

one member at a level past the threshold of diminishing marginal utility would supply more extra 

utility to a member of the population earning below the threshold (Allison 1978, Kaplow 2003).  

Given this as well as the fact that the total amount of income available to a population is fixed in 

the short run, it follows that social welfare—as Atkinson defines it—is maximized when each 
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individual in the population is earning the same amount of income (Allison 1978).  The 

calculation of the index is given by 

  )1/1(
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 Obviously, the measure satisfies Dalton’s principle of transfers—it was constructed in 

part to do so (Allison 1978, Kaplow 2003).  Furthermore, the manner in which Atkinson’s index 

is calculated allows the measure to focus on transfers to and from specific income categories.  

The index’s formula includes what is known as a “constant of inequality aversion” (given by ε in 

the above formula) which generally ranges between 0 and 2, and is chosen at the discretion of the 

researcher (Allison 1978, Braun 1988).  The function of this constant is to make the 

measurement sensitive to specific areas of the income distribution under the assumption that 

each income category will not be equally “averse” to income inequality (Allison 1978, Braun 

1988).  Therefore, the measure can be calculated and compared in a number of ways. 

 Furthermore, Atkinson’s index is not subject to the same ranking problems as the Gini 

index and Theil’s entropy measure when intersecting Lorenz curves are encountered.  The use of 

the concept of social welfare implies that the measure ranks distributions according to income 

inequality near the lower bounds of the distribution (Allison 1978).  

 However, Atkinson’s index is not additively decomposable (Bourguignon 1979).  And 

although the measure can be used with independent variables constructed using interval level 

data, its sensitivity to associations with independent variables is generally weak (Braun 1988).  

Furthermore, the measure can vary in its sensitivity to associations depending upon what value is 

chosen for the constant of inequality aversion (Braun 1988).  In any case, Atkinson’s index 

appears to be a very useful measure in that it ranks income distributions in a predictable fashion.  
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Furthermore, the ability to calculate the measure several ways may give a better overall picture 

of income inequality in a population than other measures        

 

The Coefficient of Variation 

 Perhaps the simplest measurement of income inequality is the Coefficient of Variation, 

which is given by 




V  

where σ is the standard deviation of the income distribution and μ is the mean of the distribution.  

While the mean of an income distribution is easily understood as the average income level, the 

standard deviation can be thought of as a measure of how closely a population is concentrated 

around that mean (see Figure 6).  Figure 6 illustrates two income distributions in a much 

different way than the Lorenz curve.  The graph measures income levels against the number of 

members in the population at each level, with the solid vertical bar marking the mean of the 

distribution.  In this illustration, both populations are equal in size, and both have the same mean 

income level, but each has a different standard deviation (given by the distance between the 
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mean and the vertical dashed lines).  However, both standard deviations represent the same 

number of people.  For example, the number of members in population A earning between 20 

and 40 is equal to the number of members in population B earning between 10 and 50.  

Therefore distribution B has a larger standard deviation than distribution A, and since the means 

of the two distributions are equal, distribution B would be more unequal than distribution A if 

measured using the Coefficient of Variation.  

 Concerning transfers of income, the Coefficient is completely insensitive to their 

direction (Allison 1978, Braun 1988).  In the simplest sense, the Coefficient of Variation 

measures the degree of income “heterogeneity” (Sørenson, 2000).  The closer the value of the 

Coefficient is to zero, the lower the degree of income heterogeneity—the smaller the standard 

deviation.  In other words, if all members of a population had the same income, the standard 

deviation of the distribution would be zero, and incomes would be perfectly homogenous. 

 The Coefficient’s insensitivity to the direction of transfers of income dismays many 

observers (Allison 1978, Braun 1988, Sørenson 2000).  Furthermore, although the Coefficient is 

not derived from the Lorenz curve, it still suffers from the same failure of Gini and Theil to rank 

divergent income distributions (Sørenson 2000).  Additionally, like Atkinson’s index and the 

Gini index, the Coefficient of Variation is not additively decomposable.  However, unlike the 

other two measures, it can be made to be additively decomposable by squaring the numerator and 

denominator in the formula (Allison 1978, Bourguignon 1979).  The resulting calculation would 

simply be the variance of the income distribution divided by the square of the mean.   

 Additionally, the Coefficient of Variation holds one significant advantage over other 

measures.  As Braun (1988) observes, the Coefficient is highly sensitive to associations when 

used as a dependent variable.  When compared against other measures, Braun (1988) finds that 
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the Coefficient yields more significant correlations with a broader range of demographic 

variables.  However, the Coefficient of Variation suffers from ranking errors similar to those of 

the Gini index when interval level data are used (Allison 1978).  In the final analysis, it would 

appear that the Coefficient of Variation should be approached with some degree of caution as a 

measure of income inequality.  

 

Conclusions 

 Under ideal conditions, a study attempting to explain and compare income inequality 

within and between populations would use a variety of measures to compensate for the 

weaknesses of any one individual measure.  For example, Theil’s entropy measure may alert the 

researcher to a condition that the Gini index would allow to remain unnoticed.  Furthermore, 

using a number of measures would allow the researcher to determine the robustness of their 

findings—especially given the ranking difficulties inherent in many measures.  In any case, it 

would appear desirable that more than one measurement be used. 

 However, realistic limitations may arise that do not allow for the use of particular 

measures.  For example, if the standard deviation of an income distribution is not available, or 

cannot be accurately estimated from available data, the Coefficient of Variation will likewise be 

unavailable as a measure.  In the final analysis, although limitations may exist, a study 

attempting to explain the determinants of income inequality should ideally incorporate several 

measures in order to obtain the most accurate depiction of the phenomenon.  

 

B. Independent Variables 

Each independent variable included in a study can be thought of as representing one 
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theory that the study has developed.  For example, the inclusion of a variable that measures 

education levels may reflect the theory that education levels within a population are in some way 

related to the level of income inequality within that population.  However, this could also reflect 

an the opposite theory that education levels within a population are in no way related to the level 

of income inequality within that population.  In any case, the independent variables selected for a 

particular study reflect hypotheses to be tested.  It is helpful then to examine independent 

variables that are commonly included in studies on income inequality in order to examine how a 

single economic or demographic characteristic can be used to test a number of hypotheses. 

 

City Size 

 One variable that is often included in studies on income inequality is city size—simply 

the total number of members in the population(s) being examined.  The idea is that income 

inequality in a population may be affected either positively or negatively by the size of the 

population.  However, as noted previously, this effect may be the result of several different 

possible causes. 

 One hypothesis is that as city size increases or decreases, there will be a change in the 

occupational structure of the city.  Put simply, an increase in city size will lead to a greater 

diversity of occupations and, as a result, a greater diversity of incomes (Nord 1980).  However, 

given this hypothesis, it is unclear whether or not income inequality should increase or decrease 

with an increase in city size, only that the level of income inequality should be expected to 

change. 

 Another perspective on the issue is that income inequality should be expected to decrease 

as city size increases.  The theory underlying this perspective is that as city size increases, 
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existing firms have an incentive to increase output—the number of buyers in the market has 

increased.  This can affect income inequality in two ways.  First, the firms’ attempt to increase 

output increases demand in the labor market.  This increase in demand will drive up the average 

wage for any given position, and ultimately reduce income inequality (Nord 1980).  However, 

this decrease in income inequality will only occur if the wages for households at the lower end of 

the income distribution rise faster than those for households at the upper end.  A second support 

for this perspective is that firms—having the incentive to increase output—will invest in 

additional capital in order to experience economies of scale.  As investment in capital increases, 

investment in labor—in terms of training and education—will also increase and drive up average 

wages as the value of labor increases (Nord 1980). 

 The opposing viewpoint is that income inequality can be expected to increase as city size 

increases.  The main theory underlying this view is that as the occupational structure becomes 

more diverse, the income structure in the population will become more stratified as a result (Betz 

1972, Nord 1980).  This also rests on the assumption that as population increases, firms will 

attempt to increase output either by adding labor or investing in capital.  The logic here is that, as 

firms attempt to achieve scale economies, labor will become more specialized.  As a result, the 

labor market becomes more stratified—with a relatively low number of high paying occupations 

and a relatively high number of low paying occupations.  From this condition, two situations 

emerge.  First, a large amount of income is concentrated in the hands of a small number of 

people—the owners and upper management of the firms (Nord 1980).  Second, competition in 

the labor market increases on the supply side for middle income occupations, driving down the 

average wage for those positions (Betz 1972).  As a result, income inequality in the population 

increases. 
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 In any case, the city size variable has been tested by a number of researchers and there 

appears to be no clear consensus as to exactly how changes in total population should be 

expected to affect the level of income inequality within that population.  Nord (1980), using 

1970 Census data, found that changes in the occupational structure caused by changes in total 

population could either positively or negatively affect income inequality—depending on the 

absolute size of the population being examined.  Other researchers have found that increases in 

city size consistently cause income inequality to increase in the population (Betz 1972, Gubits 

1999).  In any case, the city size variable serves as a good example of how a single independent 

variable can represent a number of hypotheses. 
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III. Methodology 

 In the second section of this paper, a simple relationship between income inequality and a 

set of independent variables is defined as 

Income Inequality = ƒ(city size, median income, industry mix, etc.) 

It is now necessary to more accurately define this relationship in terms of the theory and 

hypotheses underlying this study.  A more precise definition is given by 

Measured Inequality = a + b1X1 + b2X2 + b3X3……. + bnXn 

where a represents a constant, each X is an independent variable, each b is a regression 

coefficient that quantifies the effect of the independent variable it is multiplying, and n 

represents the total number of independent variables to be included.  Therefore, if X1 represents 

the median income level of the population, b1 will illustrate what effect median income has on 

measured inequality.  For example, if b1 is zero, median income can be at any value and still not 

affect income inequality (so long as b1 is zero, the product of b1 and X1 will be zero).  In effect, 

changes in the median income level will have no effect on the measured level of income 

inequality.  However, if b1 is equal to one (or negative one), measured inequality will change in 

direct proportion with changes in median income—either in the same or the opposite direction.  

Therefore, the sign of the regression coefficient that corresponds to a variable represents the type 

of association (positive or negative) that income inequality shares with that variable.    

The value of the constant (a) must also be addressed.  In economic terms, this can be 

thought of as what is being held constant.  In intuitive terms, a can be thought of as the portion of 

measured inequality that is not explained by the independent variables.  For example, if all of the 

regression coefficients were equal to zero, then measured inequality would be given by 

Measured Inequality = a + b1X1 + b2X2 + b3X3….. + bnXn 
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as b1X1 + b2X2 + b3X3……. + bnXn would equal zero.  In this case, none of the measured income 

inequality would be explained by any of the independent variables. 

 Each measurement requires some form of income distribution data.  For this study, 

household income data from the decennial Census will be used.  Although each measurement 

requires different manipulations of the income data, there is a fundamental problem with the data 

set that must be addressed for all of the measurements.  The 2000 Census divides the total 

number of households in a population into 16 income categories.  However, the widths of the 

categories are not equal ($10,000 to $14,999; $75,000 to $99,999).  Furthermore, while it may be 

possible to estimate the distribution of income within a category from its endpoints, the top 

category ($200,000 or more) has only one endpoint.  Both of these difficulties must be addressed 

before any measurement of income inequality can be performed. 

 

A. Estimating the Income Distribution 

The most common solution to determining the actual distribution of income within an 

income category is to assume that the mean income level of the category is at the midpoint of the 

category, and that all population members in the category are evenly spaced in terms of their 

income (Nielsen and Alderson 1997).  For example, the income category $10,000 to $14,999 

would have a mean of $12,500.  Furthermore, if the category contained only three people, it 

would be assumed that the first person earned $10,000, the second $12,500, and the third 

$14,999. 

It should be noted that an evenly spaced distribution within categories is most often 

chosen simply because it is the most computationally convenient method (Nielsen and Alderson 

1997).  This method allows the researcher to calculate inequality measurements while only 
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referencing one income in each category—the category midpoint.  An evenly spaced distribution 

between category midpoints is mathematically equivalent to assuming that all households in the 

category earn incomes at the category midpoint.   

Choosing this method, however, implies that inequality between income categories is 

more important than inequality within categories.  This would appear to be a reasonable 

assumption so long as the upper and lower bounds of each category are representative of real 

divisions in the purchasing power of households in a population.  For example, the difference in 

purchasing power between a household earning $200,000 and a household earning $205,000 may 

be relatively small—small enough that both households should fall into the same income 

category.  Conversely, the difference between a household earning $8,000 and a household 

earning $12,000 may be large enough to warrant that they fall into separate categories.  

The 2000 decennial Census data category endpoints are designed to reflect this difference 

in purchasing power.  For example, eight of the first nine categories (from poorest to richest) 

have widths of $5,000, while the remaining upper categories’ widths range between $10,000 and 

$50,000, with the widths of the categories increasing as income levels increase.  Therefore, 

taking the category midpoints as their mean income level would appear to be a reasonable 

assumption.  However, the distribution for the open-ended income category ($200,000 and 

above) obviously cannot be estimated using this method.   

Several solutions have been suggested for estimating the distribution for the open-ended 

category.  Gubits (1999) simply divided the total amount of income in the category by the total 

amount of households in the category to estimate a mean, and assumed that all of the households 

were evenly spaced in terms of their income.  Other researchers have estimated that all incomes 

in the category were at its lower limit, or arbitrarily chosen a value as the “average” income in 
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the category (Parker and Fenwick 1983).  However, many researchers have used Pareto’s Law of 

Income Distribution to estimate the distribution in the open-ended category (Gastwirth 1976, 

Parker and Fenwick 1983, Nielsen and Alderson 1997).   

Pareto’s Law assumes that the household to income relationship in the upper income 

category can be estimated using a logarithmic function (Parker and Fenwick 1983).  Pareto’s 

function is given by 

ln (Y) = ln (A) – v ln (X) 

where Y is the number of households in the category, X is the category’s lower limit, and A is 

the intercept of the distribution (Parker and Fenwick 1983).  In this equation, the crucial variable 

is v.  Once v is found, an average income level for the open-ended category can be estimated. 

 The variable v is found by using a combination of data from the open-ended category and 

the category immediately preceding it (Parker and Fenwick 1983).  The precise calculation is 

given by 

where Yi is the number of households in the open-ended category and Xi is the lower limit of the 

open-ended category.  Data from the previous category are denoted by i – 1.  The variable v can 

be used in two different ways to estimate a midpoint for the open-ended category.   

 The first method estimates a median income level for the open-ended category, given by 

Median = 10
(0.301/v)

(Xi). 

The second method estimates a mean for the open ended category, and is given by 

Mean = (Xi)(v/v – 1). 

As noted previously, selecting a mean as opposed to a median as an average of any variable can 

ln (Yi + Yi-1) – ln (Yi) 

ln (Xi) – ln (Xi-1) 
v  =  
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yield broadly divergent results.   

Using both methods with data from Census 2000, the estimated mean in every MSA is 

larger than the estimated median.  This is to be expected, since the Pareto interpolation method—

ultimately a negatively sloped logarithmic function—assumes that the distribution in the open-

ended category is skewed to the left for all MSAs (see Figure 7).  Figure 7 illustrates the income 

distribution in the upper ended category—for a hypothetical MSA—as estimated by the Pareto 

interpolation method.  As noted earlier, in the event that the distribution can be assumed to be 

skewed to the left, the estimate of the median appears to be more representative of the actual 

distribution of income in the open-ended category.   

This would appear to be a reasonable assumption, as extremely large incomes within a 

population occur with much less frequency than lower incomes.  For example, it is a fact that the 

distribution in the open ended category is ultimately downward sloping in Bill Gates’ MSA.  

Extending upon this, it is also reasonable to assume that one household in any MSA will have a 

higher income than every other household in that MSA—ultimately, the frequency of population 

Fig. 7
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will decline as income levels increase.  The Pareto method simply provides an estimate for the 

rate at which this tradeoff takes place.   

However, both the Pareto mean and the Pareto median provide only estimates for the 

average income in the upper ended category.  Given that—since the 1990 Census—the Census 

Bureau publishes data on the income in the open ended category, it would appear that Gubits’ 

method—simply taking the arithmetic mean of the category—would be more accurate. 

 

Evaluation of the Methods 

In calculating any of the income inequality measurements discussed earlier, a necessary 

step is to determine the total amount of income in each category.  As noted, the Census Bureau 

publishes data on the aggregate amount of income for all households, the aggregate amount of 

income for all households earning less than $200,000 per year, and the aggregate amount of 

income for all households earning greater than $200,000 per year.  These data provide a 

benchmark for the accuracy of an estimation of the income distribution.  First and foremost, an 

evaluation of the accuracy for an estimate for the upper, open-ended income category will be 

addressed. 

A test of the three methods—Pareto estimation of a median, Pareto estimation of a mean, 

and simply taking the arithmetic mean of the category—using 2000 Census data at the MSA 

level was performed.  For example, using the estimated mean and estimated median, it should be 

possible to estimate the total amount of income in the upper category by simply multiplying each 

value by the total number of households in the category.  When compared against the actual 

Census data for total income in the open-ended category, both Pareto estimation procedures 

greatly misrepresented the total amount of income in the category.  On average, the Pareto 
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median underestimated total income in the category by roughly 32%. On average, the Pareto 

mean barely overestimated the total income in the category, but the maximum error was an 

overestimation of over 84%.   It would appear that—given that the data are available—simply 

taking the arithmetic mean of the upper income category from Census data is the most logical 

method to use.   

The estimation of total income for the lower income categories—assuming an evenly 

spaced distribution centered around the category midpoint—produced an average overestimation 

of 1.4% when compared against actual Census data for total income below the $200,000 and 

above category, with a maximum error of 2.1%.  It was also found that by lowering the estimated 

average income for the bottom income category ($0 to $10,000) from $5,000 to $4,000, errors 

for the overwhelming majority of MSAs were reduced to less than 1%.  This is the method that 

Gubits (1999) applied.  However, it should be noted that this decision to lower the average for 

the bottom category is arbitrary.  A reduction of the average income in any of the categories 

below the open-ended category could give the same results.   

The method to be applied here will be to assume that the average income in each category 

below the open-ended category is given by the category midpoint.  For the open-ended category, 

the arithmetic mean calculated from Census data will be used as the average income level.  Once 

an estimate for the distribution of income within in MSA/PMSA is established, the process of 

measuring income inequality can proceed. 

 

B. Measurement 

This study will use the Gini index as the measurement of income inequality.  As noted in 

the second section of this paper, there are certain caveats associated with the index and, as such, 
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a justification for selecting the measure is required.   

 One caveat associated with the Gini index is that it is not additively decomposable—the 

index is capable of measuring inequality between income categories, but not between households 

within the same category.  However, data availability must be considered against this weakness.  

As noted above, Census data group households into sixteen categories of differing widths.  

However, as of this writing, the data on the total amount of income in each category is not 

available.  The estimation of the income distribution as described above is necessary because of 

this fact.  By choosing a distribution that is equivalent to assigning all households within an 

income category to the category midpoint, it is assumed that there is no income inequality within 

the category itself.  In effect, the prospects for decomposing inequality within a category are 

hindered by a lack of available data.  Furthermore, given that the widths of the Census categories 

appear to reflect real divisions in purchasing power as well as the goals of this study, this 

property is not a prerequisite for the measurement to be selected here.   

 A second critique of the Gini index is that it is sensitive to fluctuations in the middle 

income categories over time.  However, the time series analysis in this study will include only 

three populations—Erie, PA, the state of Pennsylvania, and the United States—at intervals 

marked by the decennial Census.  The cross-sectional analysis of all MSAs will only measure 

income inequality at one time point—Census 2000.  Given both of these facts, the Gini index’s 

sensitivity to changes near the middle of the income distribution becomes unimportant.  As the 

comparison over time will only include Erie, the state of Pennsylvania, and the U.S., each 

distribution can be examined with a high level of scrutiny. 

 Related to this criticism are the ranking errors associated with the Gini index when 

intersecting Lorenz curves are encountered.  However, this is an issue with most measurements 



 30 

of inequality—regardless of whether or not they are based upon the Lorenz curve.  Some 

measurements—Atkinson’s index, for example—overcome this difficulty.  However, the manner 

in which they overcome it is contrary to the purposes of this study.  For example, Atkinson’s 

index utilizes the constant of inequality aversion to target specific ranges in the income 

distribution in calculating the level of income inequality.  However, this requires that an arbitrary 

decision be made as to the value of the constant.  The purpose here is not to examine the social 

implications of income inequality, rather to measure and attempt to explain the phenomenon.  

Therefore, in terms of Atkinson’s index, a value of zero should be chosen for the constant.  In 

this case, as Braun (1988) notes, Atkinson’s index returns values not very different than the Gini 

index. 

In any case, an overwhelming majority of studies on the subject of income inequality 

select the Gini index as their measurement.  This study does not attempt to break new ground in 

the measurement of income inequality or, for that matter, challenge conventional wisdom on the 

subject of inequality measurement.  The purposes here are to measure and track Erie’s level of 

income inequality, and to compare Erie’s current level of income inequality against other MSAs 

in the hope of explaining the phenomenon as it pertains to the Erie MSA.  For these purposes, the 

Gini index will be more than sufficient. 

 

The Gini Index 

The Gini index is found through a number of calculations, the first of which being to 

weight the income categories.  This is achieved simply by multiplying the number of households 

in a category by the average income level in that category.  All subsequent calculations are based 

upon the resulting weighted incomes.  As a result, the Gini index measures inequality among the 
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16 weighted income categories.  In effect, the Gini index reduces the population under 

consideration to 16 households—one representing each income category.  Although this is 

compensated for in the subsequent calculations, this is what is meant by a measure that is only 

capable of measuring inequality “between categories.” 

After weighting the incomes, a Lorenz curve for each population can be defined. 

The first step is to determine the proportion of the total households and the proportion of the total 

income that each category contains.  This is given by dividing the amount of households or 

income in each category by the total households or income.  Once this is accomplished, the 

Lorenz curve is defined as the relationship between the cumulative share of households (on the 

X-axis) and their cumulative income share (on the Y-axis).  For example, if x1, x2, x3, …x16  

represent the proportion of households in each category, the cumulative share of households 

would be given by x1, x1 + x2, x1 + x2 + x3, etc.   

 As stated previously, the Gini index is simply the area of concentration (given by A in 

Figure 8) divided by the area beneath the perfectly equal distribution, or 45° line (given by A + B  

in Figure 8).  As can be seen in Figure 8, the perfectly equal distribution forms a right triangle 

Fig. 8
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with a length and width of one, giving an area of 0.5 beneath the perfectly equal distribution (A + 

B = 0.5).1  Using integral calculus, the Gini index is then given by the formula 
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where g(x) represents the equation for the perfectly equal distribution, ƒ(x) represents the 

equation for the Lorenz curve, and the operator [0∫
1
 --- dx] denotes a calculation that gives the 

area beneath each function across its entire range.  Therefore, the expression 0∫
1
 g(x) dx is equal 

to A + B, and the expression  0∫
1
ƒ(x) dx is equal to B.  Given this, the expression  0∫

1
 g(x) dx (or A 

+ B) - 0∫
1
ƒ(x) dx (or B) is equal to A.  In order to scale the index between zero and one, the 

following manipulation is applied  
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By multiplying both the numerator and denominator by 2, the entire index is multiplied by one, 

and there is no change in the relative value of the index other than to scale it between zero and 

one.  What this manipulation also reveals is that the Gini index simplifies to 


1

0

dx)x(21 f  

since the expression 2·(0∫
1
 g(x) dx) is equal to one—twice the area beneath the perfectly equal 

distribution, or 2 x 0.5.  Therefore, the Gini index is given simply by twice the area beneath the 

perfectly equal distribution minus twice the area beneath the Lorenz curve (Cheong 2000). 

                                                           
1 The calculation of the Gini index utilizes proportions rather than percentages.  Therefore, the percentage scaling on 

graphs can be misleading.  Using percentages, the area beneath the perfectly equal distribution would be 5,000. 

Using proportions, however, yields an area of 0.5. 
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A second method is to calculate the value of twice the area under the Lorenz curve 

algebraically. In the simplest sense, the area beneath the Lorenz curve is the sum of each 

individual population member’s distance from it in terms of their proportion of total income.  

Algebraically, the Gini index is given by 






 
1n

0i

1iii1i )yy)(xx(1G  

 

where i represents a particular income category—for example, $30,000 to $34,999—and i + 1 

represents the next income category, in this case $35,000 to $39,999.  The variables, x and y, 

give the cumulative proportion of households and the cumulative proportion of income in those 

categories, respectively, and n is the number of income categories.  Figure 9 uses two theoretical 

distributions to illustrate what this calculation measures.  It should be noted that, in these figures, 
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the proportion of households in each category—the width of each vertical bar—is assumed to be 

equal for the purpose of illustration. 

 Each vertical bar on the graphs in Figure 9 measure one income category and one step in 

the calculation of the Gini index.  The width of each bar is given by (xi + 1 - xi) and the height of 

each bar is given by (yi + yi + 1).  Therefore, the expression Σ(xi + 1 - xi)(yi + yi + 1) gives the total 

shaded area in each diagram. What can be seen in Figure 9 is that the Lorenz curve on each 

graph divides each vertical bar into two equal parts, one above and one below the Lorenz curve. 

Therefore, the expression Σ(xi + 1 - xi)(yi + yi + 1) gives twice the area beneath the Lorenz curve, or 

an estimate of the expression [2 • (0∫
1
 ƒ(x) dx)]. 

The area beneath each horizontal black bar in Figure 9 defines twice the area beneath the 

perfectly equal distribution—as well as the upper limit of the actual income distributions.  

Obviously, the y values above the horizontal bar do not exist.  The graphs are extended into this 

range solely for the purpose of illustration.   

In the graph on the left (where the Lorenz curve falls along the perfectly equal 

distribution), the shaded region above the horizontal bar is equal to the unshaded region below it.  

In this case, twice the area beneath the Lorenz curve is equal to twice the area beneath the 

perfectly equal distribution, and the Gini calculation returns a score of zero.  However, in the 

graph on the right, the Lorenz curve falls below the perfectly equal distribution, and the Gini 

calculation will return a positive score—the unshaded region beneath the horizontal bar is greater 

than the shaded region above it.  In effect, the shaded region in the graph on the left is larger than 

the shaded region in the graph on the right.  The difference between the two—twice the area 

beneath the perfectly equal distribution minus twice the area beneath the Lorenz curve—yields 
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the Gini index.  This computation is known as the standard method of calculating the Gini index 

(Gastwirth 1972). 

 However, it should be noted that this method can understate the level of income 

inequality under certain conditions (Gastwirth 1972).  If all data points (the income levels of 

each individual member of the population) are known and not estimated, this method should not 

be used.  In effect, this method fits straight lines between the horizontal endpoints of each 

income category that divide the vertical bars in Figure 9 into two polygons of equal area.  Since 

the estimation of the income distribution used here assumes that all households within a category 

earn incomes evenly spaced between the category endpoints (equivalent to all members earning 

incomes at the category midpoint), this is an acceptable fault in the method that will not affect 

the results.  If, however, all data points were known, the straight lines fit between the category 

endpoints would likely fall above the actual Lorenz curve and overestimate the area beneath the 

Lorenz curve (Gastwirth 1972).  However, given that the individual data points are not known, 

this method will be more than sufficient.2  

 

                                                           
2 This method was tested using Census 2000 income data at the state level, and the resulting Gini scores were 

compared against those calculated by the U.S. Census Bureau.  The correlation between the Gini scores calculated 

using this method and those calculated by the Census Bureau was found to be 0.998.  The estimation of the income 

distribution for this test was calculated using the methodology described in the earlier part of this section.  
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IV. Measurement Results 

 In the introduction to this paper, three questions were raised.  First, how has Erie fared on 

income inequality in comparison to the State of Pennsylvania and the nation?  Second, how does 

Erie stack up against other MSAs?  Finally, what causes income inequality to increase or 

decrease among MSAs?  For these purposes, Gini scores will be compared in two different ways: 

a time series comparison at several time points, and a cross sectional comparison at one time 

point. 

 The time series comparison will illustrate how the answer to the first question—how 

much income inequality is there in Erie, and how does that compare to the state and the nation—

has changed through time.  This comparison uses data from the 1980, 1990, and 2000 Censuses.  

The 1980 Census is the starting point for the time series comparison for a fundamental reason.  A 

change in methodology occurred at the U.S. Census Bureau between the 1970 and 1980 

Censuses.  The 1970 Census published data collected at the individual level, while the 1980 

Census began publishing data at the household level.  It is hypothesized here that household level 

data offer a better picture of the relative well-being of a population.  For example, a large group 

of individuals earning incomes below the poverty level may be viewed as a poor state of well-

being within a population.  However, if all of the individuals in that group are part of households 

that—as income earning units—earn incomes above the poverty level for the number of 

members in the household, the relative well-being in the population will obviously be viewed as 

being much better.  It is hypothesized here that household level data offers a better image of the 

real conditions under which a population lives. 

  The cross sectional comparison will include all MSAs in the contiguous United States 

measured at the 2000 decennial Census.  It should be noted here that the 2000 Census is 



 37 

comprised of data that were actually collected for 1999.  Only the MSAs in the contiguous U.S. 

are included, as those located in Alaska, Hawaii, and Puerto Rico exhibit economic and 

demographic characteristics that are dissimilar in comparison.  This yields a sample of 329 

MSAs in the contiguous U.S.  

 The Gini indexes calculated from 2000 Census data will be used to perform the multiple 

regression analyses in order to attempt to determine both the levels of income inequality in 

MSAs in the contiguous U.S. and the causes of income inequality within those MSAs.  

 

A. Time Series Comparison 

 The time series analysis of income inequality includes only three populations: the Erie, 

PA MSA, the State of Pennsylvania, and the United States.  The time points examined were at 

the decennial Censuses of 1980, 1990, and 2000.  At all three time points, Erie had a more equal 

distribution of income than Pennsylvania and the country as a whole (see Figure 10).  What can 

be seen from Figure 10, however, is that between Census 1980 and Census 1990, income 

inequality in Erie rose at a slightly faster rate than those of Pennsylvania and the nation.  Actual 
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Gini scores for Erie, the United States, and Pennsylvania at the three time points are displayed in 

Table 1.  What can be seen from both Table 1 and Figure 14 is that, while income inequality in 

the country and the state rose between Census 1990 and Census 2000, income inequality in Erie 

 1980 Census 1990 Census 2000 Census 

United States .405 .448 .461 

Pennsylvania .389 .439 .451 

Erie, PA MSA .371 .431 .429 

                  Table 1: Historical Gini Scores 

remained relatively constant.  

It should be noted here that data dividing the income distribution into groups above and 

below the open-ended income category were not available from the 1980 Census.  For the 1980 

Gini calculation, the mean incomes for all three populations were used to determine a total 

amount of income for each population.  Category midpoints were used to determine the total 

amount of income below the open-ended category, and the remainder was used to determine the 

midpoint of the open-ended category.  As using the midpoints for the lower income categories 

was demonstrated earlier to be a good fit for the actual distribution of income, this method was 

deemed acceptable.  A comparison of the 1980 Gini indexes calculated for the state of 

Pennsylvania and the U.S. by the Census Bureau against those calculated using these methods 

yielded a difference of 2.37% for the U.S. and 0.46% for the State of Pennsylvania.  Allowing a 

3% margin of error for the Gini calculated for Erie, the value would fall between 0.360 and 

0.382.  This margin of error includes the possibility that income inequality in Erie—between 

1980 and 1990—grew at roughly the same rate as the State of Pennsylvania, but still faster than 

the nation as a whole. 

  

B. Cross-Sectional Comparison 

 In applying the methods outlined in the previous section to 2000 Census data, it was 
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found that the Erie PA, MSA had a more equal distribution of income than the nation.  As a 

whole, the United States had a Gini score of 0.461 while Erie had a score of 0.429.  Erie also had 

a more equal distribution of income than the majority of MSAs included in this study, with a 

ranking of 102nd out of 329 on the issue. 

 It is necessary to note that the rankings here are defined by the Gini scores of MSAs in 

ascending order.  For example, the lowest score—the most equal distribution of income as 

measured by the Gini index—receives a rank of one, while the highest score—the most unequal 

distribution of income—receives a rank of 329.  However, these are only relative rankings—they 

cannot be compared in absolute terms.  For example, one Gini score that falls 12% above another 

cannot be said to measure a distribution of income that is 12% more unequal than the other.  It 

can only be stated that one distribution of income is more unequal than the other.   

The average Gini score for the 329 MSAs included was 0.441.  Sheboygan, WI had the 

lowest Gini score at 0.380.  New York, NY had the highest score at 0.539.  This yields a range of 

0.159.  Of the top 20 MSAs—those with the lowest levels of income inequality—17 were 

located in the north or northeast of the country, with eight of those 17 located in the state of 

Wisconsin.  Of the bottom 20—those with the highest levels of income inequality—all but two 

were located in the south or southwest of the country.  These exceptions were New York, NY, 

and Stamford-Norwall, CT (a suburb of New York City), ranking 329 and 328 out of 329, 

respectively.   

The median and the mean of the scores for all included MSAs were 0.440 and 0.441 

respectively, with a standard deviation of .025 between the scores.  The lowest Gini score 

(Sheyboygan, WI) fell roughly 14% below the mean, while the highest (New York, NY) fell 

approximately 21% above it.  Erie fell 2.6% below the mean.  Figure 11 illustrates the pattern of 
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the Gini scores as they rise through the rankings of the MSAs.  What can be seen is that, with the 

exception of the lower and upper tails of the distribution, income inequality among the ranked 

MSAs appears to follow a roughly linear trend.  By removing the upper and lower tails of the 

distribution—defined roughly by Eau Claire, WI (ranked 18th) at the lower tail and Birmingham, 

AL (ranked 300th) at the upper tail, the range of the Gini scores is reduced from 0.159 to 0.071.  

In keeping with the previously mentioned caveat, this range should not be misunderstood.  The 

range of 0.071 for the linear portion of the Gini distribution does not imply—and should not be 

interpreted as being—any normal numerical range for income inequality as measured by the Gini 

index.  This only recognizes that the overwhelming majority of MSAs appear to be clustered 

around a particular Gini score. 

The distribution of the remaining scores (from 19th to 299th) has a mean and median of 

0.438 and a standard deviation of 0.018.  From this examination, it could be assumed that the 

MSAs in the upper and lower tails of the Gini distribution exhibit some demographic or 
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economic characteristics that are not common to those MSAs contained in the linear portion of 

the distribution.   

Although this study will not specifically address this assumption, data from the upper and 

lower tails of the distribution will be examined closely.  For example, there are 12 MSAs in or 

including areas of the state of Wisconsin.  Of the eight Wisconsin MSAs included in the top 

twenty ranking for income inequality, all are in the lower tail of the distribution, and all are 

solely within the state of Wisconsin.  Of the remaining four, one is entirely within Wisconsin and 

three include parts of Minnesota.  Of these four, the one MSA entirely within Wisconsin ranks 

the highest at 43 out of 329.  Furthermore, all of the MSAs/PMSAs in or including areas of 

Wisconsin are in the top 25.5%.  Although it is entirely possible that this is coincidental, it is 

likely that this is not the case and that some condition exists in Wisconsin MSAs that causes the 

distribution of income to be more equal in comparison to most other MSAs.  It is also quite 

possible that there are conditions in the MSAs in the upper tail of the distribution of Gini scores 

that are not common to other MSAs and cause the distribution of income in those MSAs to be 

more unequal.  Therefore, it may prove useful to examine these areas of the distribution of Gini 

scores in special detail. 
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V. Independent Variables 

The independent variables of interest for this study are:  

 

1.  SIZE = Total number of households in the MSA. 

2.  AGG INC = Total amount of income in the MSA. 

3.  INCOME = Median income level of the MSA. 

4.  URBAN = Percentage of the population in the MSA living in urban areas. 

5.  MANUF = Percentage of the population in the MSA employed in manufacturing. 

6.  AGE = Percentage of heads of households in the MSA over 65 years of age. 

7.  SS = Percentage of households in the MSA receiving Social Security income. 

8.  RACE = Percentage of the population in the MSA that is non-white. 

9.  GENDER = Percentage of heads of households in the MSA that are female. 

10.  ED AVG = Mean years of schooling in the MSA. 

11.  ED INEQ= An educational inequality index for the MSA. 

 

 

The theory behind the inclusion of each variable is presented in terms of what effect a change in 

each variable can be expected to have on the position of the Lorenz curve in relation to the 

perfectly equal distribution as, ultimately, the geometric relationship between these two curves is 

what is measured by the Gini index.  A greater distance between the Lorenz curve and the 45º 

line results in a higher Gini score and reflects a more unequal distribution of income.  Therefore, 

if it is expected that a variable will share a positive relationship with income inequality then the 

Lorenz curve should move away from the 45º line as the value of the variable increases.  

Conversely, a variable having a negative relationship with income inequality should cause the 

Lorenz curve to move closer to the perfectly equal distribution as the value of the variable 

increases.  The type of relationship that this study expects each variable to share with income 

inequality is noted in parentheses at the beginning of the section that introduces each variable. 
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1. SIZE (+) 

 The SIZE variable is simply given by the total number of households within each MSA, 

and is provided directly by Census 2000 data.  The theory behind the inclusion of this variable is 

rather straightforward.  The MSAs included in this study range from 23,220 to 3,462,229 in 

terms of the total number of households.  The largest MSA is over 150 times larger than the 

smallest in terms of households.  This is a significant difference not only in terms of population, 

but in terms of occupational structure as well.  For example, it is highly likely that some 

occupations that exist in New York City do not exist in Erie, PA.  Given this, the SIZE variable, 

at the very least, should be expected to share some relationship with income inequality at the 

MSA level. 

 The specific expectation here is that the SIZE variable will be positively correlated with 

the Gini index.  The logic behind this assumption follows that which was presented in the second 

section of this paper.  As MSAs grow in terms of total population, it should be expected that 

firms will seek to experience scale economies.  It is expected that this will lead to a high level of 

labor specialization and a stratification of incomes that will cause a disproportionately large 

share of the total income to become concentrated in the hands of relatively few members of the 

population—the owners and managers of the firms.  Furthermore, as noted earlier, intense 

competition for middle income occupations should be expected to occur and drive down the 

average wage for those occupations.  Therefore, an increase in total population should be 

expected to shift both ends of the Lorenz curve away from the perfectly equal distribution and, as 

a result, the Gini score for that population should be expected to increase as the area of 

concentration between the two curves increases.  
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2. AGG INC (+) 

 The AGG INC variable is the aggregate, or total, amount of income in the MSA.  Like 

the SIZE variable, AGG INC measures the size of the MSA, but uses economic size as the 

measurement instead of population.  While the SIZE variable corresponds to the X-axis for the 

Lorenz curve, the AGG INC variable corresponds to the Y-axis.  

 Given that SIZE and AGG INC are highly correlated, the results should be expected to be 

similar.  The logic behind including this variable, however, is somewhat different.  While the 

SIZE variable rests upon the assumption that as total population increases, income inequality will 

increase due to a highly specialized workforce, the AGG INC variable is designed to measure—

to some degree—the overall income effects of the specialization of labor. 

 For example, the more efficient firms become by taking advantage of scale economies, 

the greater the amount of total income there should be within the MSA relative to its total 

population.  As well, it should be expected that increases in the aggregate income in an MSA are 

caused by increases in incomes at the upper end of the income distribution.   In effect, as the 

capacity of a firm to specialize increases, the average cost of variable inputs—such as labor—in 

terms of a unit of output should be subject to downward pressure.  Therefore, as aggregate 

income within an MSA increases, income inequality should be expected to increase as well.  

While the expectation here is that the results will be similar to those of the SIZE variable, it is 

deemed possible that this variable may help to explain why changes in total population should be 

expected to have an impact on the overall level of income inequality in an MSA.  The effects that 

an increase in AGG INC should have on the position of the Lorenz curve are similar to those 

predicted for an increase in the SIZE variable. 
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3. INCOME (-) 

 The INCOME variable is given by the median income level in each MSA from 2000 

Census data.  Several studies have tested this variable and found a significant negative 

relationship between the median income level in a population and income inequality.  In other 

words, MSAs that have higher levels of income tend to have more equal distributions of income.  

The same findings are expected here.   

 If a perfectly equal distribution of income existed within an MSA, then the mean income 

level would represent the amount of income each population member earned.  It would also 

necessarily be the case that the median income level in the MSA would be equal to the mean.  

Mathematically, this fact is inescapable.  Therefore, in order for income inequality to decrease, 

the gap between the median and the mean must also decrease.  In a less than perfectly equal 

distribution of income, the median must always fall below the mean—otherwise the rich would 

be the poor.  Therefore, the gap can only narrow if either the mean income level decreases or the 

median income level increases.  

The mean is simply the arithmetic average of a distribution.  In terms of income, the 

mean is the total amount of income in an MSA divided by the total number of households in that 

MSA.  Therefore—assuming that neither the total income nor the total number of households 

will decrease—the mean can only increase if the total amount of income in an MSA increases 

faster than the total number of households in the MSA.  In other words, a change in the mean can 

only be caused by changes in either total population or total income.  The median is not subject 

to this restriction.  Holding changes in total population and total income constant, the median can 

vary widely by a change in the actual distribution of income.  In order to explain why INCOME 
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is expected to share a negative relationship with income inequality, it is necessary to revisit the 

calculation of the Gini index. 

As noted earlier, the Gini index is calculated here using the following formula  






 
1n
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where the x values represent the cumulative proportion of households in specific categories and 

the y values represent the cumulative proportion of income in those categories as a movement is 

made from poor to rich on the Lorenz curve.  Therefore the Gini index will decrease—the 

distribution of income becomes more equal—as the value of the expression Σ(xi + 1 - xi)(yi + yi + 1) 

increases. 

In order for the median income level in a population to increase, the income of the 

household at the physical center of the distribution must increase.  Holding total income and 

population constant, an increase in the median household’s income must be balanced by a loss of 

income in at least one other household.  There are only two possibilities: either the household 

suffering a loss of income falls above the median or below it.  It is hypothesized here, that an 

increase in the median income level is the result of a transfer of income from a household above 

the median to the median household.  Given this hypothesis, an increase in median income 

occurs when income is shifted down the Lorenz curve.  In other words, an increase in median 

income necessarily accompanies a decrease in income inequality—holding all other factors 

constant.  

   

4. URBAN (?) 

 The URBAN variable is defined as the percentage of the population of an MSA living in 

urbanized areas as given by 2000 Census data.  The logic behind the inclusion of this variable is 
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similar to that of both size variables (SIZE and AGG INC).  While the size variables are 

designed to test the effects of population or economic growth on income inequality, the URBAN 

variable is meant to test the effects of the spatial relationship within an MSA. 

 For example, occupations that exist within an urbanized area may not exist outside of an 

urban area—parking authority officials, public utility managers, etc.  Therefore, an area with a 

larger urban population should be expected to have a different mix of both industries and 

occupations when compared against an area with a smaller urbanized population.  However, this 

information alone does not allow for a prediction of what relationship the URBAN variable 

should share with income inequality—only that the variable should share some relationship with 

the Gini index, and have some effect on the shape of the Lorenz Curve. 

 

5. MANUF (-) 

The MANUF variable is simply the percentage of the population in an MSA employed in 

manufacturing as calculated from 2000 Census data.  This variable has been tested previously to 

mixed results.  The logic for including the MANUF variable in this study is to attempt to 

determine a possible cause for the geographic pattern seen in the Gini indexes in the cross 

sectional measurement results. 

As noted earlier, the majority of the 20 MSAs with the lowest Gini scores for 2000 were 

located in the north or north east of the country.  Conversely, the majority of the 20 MSAs with 

the highest (most unequal) Gini scores were located in the south or south west of the country.  It 

is hypothesized here that a possible cause for this phenomenon might be found in the 

concentration of manufacturing employment in the north and north east of the country. 
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As of 1999, according to the Bureau of Labor Statistics, 24% of all employees in the mid-

west were employed in manufacturing as opposed to roughly 19% in the south.  Additionally, the 

mid-west also had the highest percentage of persons employed in durable manufacturing.  The 

hypothesis here is that manufacturing employment allows members of a population with lower 

occupational skill levels to earn higher wages through either positions that compensate for a 

higher risk of work-related injury, or greater productivity, or collective bargaining.  Given this 

assumption, it should be expected that the distribution of income in an MSA should become 

more equal as manufacturing employment increases in the MSA.  In effect, as the percentage of a 

population employed in manufacturing increases, the Lorenz Curve will move closer to the 

perfectly equal distribution. 

 

6. AGE (+) 

 The AGE variable is the percentage of households within each MSA that has a person 

over 65 years of age as the head of household as calculated from 2000 Census data.  The logic 

behind the inclusion of this variable rests upon the assumption that, by and large, households 

headed by an individual over retirement age will have a primary source of income that is fixed in 

terms of its flow. 

 Given this, it is hypothesized here that income inequality should be expected to increase 

as the percentage of households headed by an individual over retirement age within a population 

increases.  The logic here is that households on fixed incomes are static in terms of income while 

other households in the population are dynamic.  In effect, households with fixed incomes are 

fixed points on the Lorenz curve that can only be moved by changes in total population or total 

income.  For example—if total population is held constant—the only way that the income share 
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of a fixed income household can increase is if the total income falls.  Furthermore, fixed income 

households are assumed to have little or no capability of increasing their total amount of income 

beyond regular cost of living adjustments tied to changes in the rate of inflation. 

By contrast, the variable income households in the population theoretically have the 

opportunity to increase their income share as well as their total income, and should be expected 

to do so whenever the opportunity cost of increasing their income share is outweighed by the 

value of additional income.  Holding all other factors constant, and assuming that the value of 

additional income outweighs the opportunity cost of obtaining it, an increase in the amount of 

income earned by one variable income household will increase the total amount of income in the 

population.  As this occurs, the income share of a fixed income household—the y value for the 

point on the Lorenz curve that corresponds to that household—falls.  In effect, all points on the 

Lorenz curve that correspond to fixed income households will shift away from the perfectly 

equal distribution as variable income households increase their income levels.  Furthermore, a 

fixed income household’s placement on the x-axis for the Lorenz curve will also move towards 

the origin as their ranking as being poorer or richer changes.   

Given this, fixed income households can be thought of as a weight that slides down the 

Lorenz curve towards the origin whenever the total income in a population increases.  In effect, 

fixed income households—holding all other factors constant—pull the Lorenz curve away from 

the perfectly equal distribution whenever there is an increase in the total amount of income in the 

population.  By calculating this variable as a percentage of the total number of households, any 

distortion that could occur from changes in population—corresponding to the x-axis for the 

Lorenz curve—should be minimized.     
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7. SS (+) 

The SS variable is the percentage of households in each MSA that were receiving Social 

Security income as of Census 2000.  The logic behind the inclusion of this 

variable and its hypothesized Lorenz curve effects are identical to those of the AGE variable. 

 It is hypothesized here that data for Social Security income may provide a better picture 

of the income inequality effects of differences between fixed and variable income households.  

In large part, the reason for including the AGE variable is that it is typically the manner in which 

the effects of fixed incomes are measured in studies on income inequality.  The SS variable is 

included here in order to capture the possible income inequality effects of both households on 

fixed incomes due to age as well as conditions other than age.  For example, households with a 

primary wage earner that is disabled but under retirement age may be captured by this data, 

while data measuring only the age of the primary wage earner may understate the effects of fixed 

income households on the level of income inequality within an MSA. 

 

8. RACE (+) 

 The RACE variable is the percentage of the population within an MSA that is non-white, 

as calculated from 2000 census data.  The inclusion of this variable is based upon Census Bureau 

data on median household income. 

 If the hypothesis behind the INCOME variable holds true—that as median income in a 

population increases, the distribution of income becomes more equal—it should be expected that 

as the RACE variable increases, the distribution of income should become more unequal.  

Census 2000 data supply household median income levels by the race of the householder.  With 

the exception of households headed by an Asian householder—less than 2% of all householders 
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and roughly 10% of non-white householders—all other Census race categories fall below whites 

in terms of median income.  Given this, if the percentage of a population that is non-white 

increases, it should be expected that median income in the population will fall and, as a result, 

the distribution of income will become more unequal.  It should be noted that this study does not 

in any way address or attempt to explain this disparity in incomes.  It is only recognized here that 

the disparity exists and could help to explain, to some degree, income inequality at the MSA 

level.  

 The effects of changes in the RACE variable on the Lorenz Curve should be expected to 

be exactly opposite of the effects from changes in the INCOME variable.  Whereas increases in 

the INCOME variable should lead to decreases in income inequality, increases in the RACE 

variable should lead to increases in income inequality.  In effect, as the RACE variable increases, 

the Lorenz Curve will move away from the perfectly equal distribution.  

 

9. GENDER (+) 

 The GENDER variable is given by the percentage of households in the MSA with a 

female as the head of household.  The variable is constructed using Census 2000 data.  The logic 

behind the inclusion of this variable is that, in most occupations, men fare better than women in 

terms of average wages. 

 The Census Bureau provides detailed data on average wages per occupation by gender.  

In an overwhelming majority of occupations in 1999, the average wage of males was 

significantly higher than that of females.  By applying the same logic that underlies the RACE 

variable, it should be expected that as the percentage of households in a population headed by 

women rises, the distribution of income will become more unequal.  Once again however, this 
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study only recognizes that a disparity of incomes exists between men and women—it does not 

attempt to explain the disparity.  The effects of the GENDER variable on the Lorenz Curve 

should be expected to be the same as those of RACE. 

 

10. ED AVG (–) 

 The first education variable is calculated using 2000 decennial Census data for levels of 

educational attainment within the populations (25 years and older) of MSAs.  This variable is 

simply the mean years of schooling within an MSA.   

 The logic behind the inclusion of this variable is that an individual will become more or 

less valuable as a unit of labor depending upon the level of education he or she has attained.  

Therefore, a variable measuring the mean years of schooling provides an “average” level of labor 

value within a population.  However, as noted earlier, a mean is subject to influence from 

extreme outliers in whatever distribution it is applied to.  Therefore, it is not immediately clear 

what relationship this variable should share with the Gini index.  The assumption of this study is 

that average years of schooling and income inequality are negatively related.  That is to say that, 

as the average education level in a population rises, income inequality will fall.   

 The logic behind this assumption is that there is a reasonably well defined upper limit for 

the distribution of education and, as a result, the effects of outliers in the distribution will be 

minimal at best.  While an income distribution may contain an abnormally large observation—

Bill Gates, for example—the education distribution is relatively finite.  For example, the most 

educated individual in a population will likely have less than 26 years of schooling.  Therefore, 

the average years of schooling within a population will be most affected by a concentration of 
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the population at and around a particular level of educational attainment rather than an extreme 

value, as extreme values most likely do not exist. 

 It is hypothesized here that this concentration of educational attainment will lead to a 

concentration of the population at certain income levels.  For example, a low average for years of 

schooling will lead to a concentration of the population at low income levels—the Lorenz curve 

will shift away from the perfectly equal distribution as a large portion of the population has a 

small portion of the total income in the population.  Conversely, as the average for years of 

schooling within a population rises, the population will become concentrated around higher 

income levels and income inequality will decrease—the Lorenz curve will move closer to the 

perfectly equal distribution as each individual’s share of the total income increases. 

 However, given the sizes of the populations being measured here, it is quite possible that 

a relatively high average for years of schooling could be caused by a concentration of population 

members at the upper end of the education distribution that is small in comparison to the total 

population.  As mentioned previously, the same mean can represent a number of distributions.  If 

it is the case that relatively high averages for years of schooling are caused by this condition—a 

small concentration of the population centered at and around high education levels—it should be 

expected that income inequality will increase as the average years of schooling within a 

population increases.  It is hypothesized here, however, that this is not the case. 

 

11. ED INEQ (+) 

 The second education variable is calculated using the same data as the first, but in a much 

different way.   However, education data are used to construct a Gini index measuring 

educational inequality using the same method described in the previous section of this paper.  It 
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should be noted here that the Gini index was chosen as a measurement for educational inequality 

purely for the reason of convenience—the mechanisms for calculating the index were already in 

place.  Other studies have measured educational inequality using other measures of dispersion 

(Nielsen and Alderson 1997).  The cumulative proportion of total years of education now gives 

the Y-values for the Lorenz curve instead of the cumulative proportion of total income. 

 This variable was constructed in order to better test the hypothesis underlying the first 

education variable.  The first education variable—average years of schooling—was hypothesized 

to be most affected by a concentration of the population at or around a particular level of 

educational attainment.  The second variable is designed to measure the magnitude and location 

of this concentration.  In terms of income, the Gini index increases as a small portion of the 

population earns a disproportionately large share of the total income.  By applying the index to 

levels of educational attainment, the degree to which a small proportion of the population 

“earns” a disproportionately large share of the total years of education can be measured. 

 It is hypothesized here that the second education variable will share a positive 

relationship with the Gini index.  In other words, as educational inequality rises in a population, 

income inequality will rise as a large proportion of income becomes concentrated over a small 

range of the Lorenz curve near its upper limit.  Conversely, as the Gini index measuring 

educational inequality approaches zero, the effects of inequality in education levels causing 

inequality in incomes—holding all other factors constant—should also approach zero, and 

income inequality should be expected to decrease.  This hypothesis rests upon the same 

assumption as the first education variable—that as an individual’s education level rises, their 

value as a unit of labor also rises.   
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VI. Multiple Regression Results 

 Several multiple regression tests were performed using different combinations of the 

independent variables listed in the previous section.  It is impossible to regress all of the 

variables against the Gini index, for the results would become distorted.  The reason for this is 

multi-colinearity among several of the variables. 

 Put simply, this condition exists when two independent variables are highly correlated 

with one another.  In other words, the changes in the two variables are generally in the same 

direction and of similar magnitudes.  For example, the SS variable (the percentage of households 

receiving Social Security income) and the AGE variable (the percentage of households over 

retirement age) should be expected to be highly correlated, as the conditions they measure are 

closely related.  In a multiple regression test, this high correlation can cause an understatement or 

overstatement of the significance of either variable or, in the worst case, reverse the sign of the 

variables’ relationship with the Gini index.  As a result, only one of these variables can be used 

at a time. 

 Several instances of a high correlation between two of the independent variables included 

in this study exist.  Obviously, both size variables (SIZE and AGG INC) are highly correlated, 

and cannot be included in the same test.  The same holds true for both of the variables measuring 

education levels.  Given these circumstances, the maximum number of independent variables 

that could be included in any one test is six.3  

 

A. Format for Reporting Regression Statistics  

The multiple regression statistics to be reported here are only those relevant to identifying 

                                                           
3 A complete correlation matrix for the independent variables is provided in Appendix C. 
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the strength and type of relationship between each variable and income inequality.  Statistics will 

be reported as follows:  

 Coefficient t-Statistic   

Constant 0.436 270.397 R² 0.039 

SIZE (+) 0.063 3.387 Adj. R² 0.038 

   n 329 

 

As mentioned previously, the regression process estimates the relationship between a 

dependent variable and a set of independent variables.  The table above gives hypothetical 

regression results outlining the relationship between the Gini index and the SIZE variable.  The 

number of observations (populations) in the data set is given by n.  Given this data, the 

relationship would be GINI = 0.436 + 0.063(SIZE).   

The absolute value of the t-statistic is found simply by dividing the coefficient by its 

standard error.  Although the standard errors are not reported here, they can be calculated simply 

by dividing each coefficient by its t-statistic.  For the data above, the coefficient for the SIZE 

variable would have a standard error of 0.019.  

The standard error values define a 95% confidence interval around the value of the 

constant and the slope coefficient.  Specifically, the 95% confidence interval is given by two 

standard errors on either side of the value in question.  For example, the confidence interval 

around the SIZE coefficient above would have a lower limit of 0.063 – (2 x 0.019) and an upper 

limit of 0.063 + (2 x 0.019).  Given this, although it is not an absolute certainty that the value of 

the slope coefficient is 0.063, it is a 95% certainty that the value of the slope coefficient falls 

somewhere between 0.025 and 0.101. 

What can also be drawn from this is that a large t-statistic occurs when the standard error 

is relatively small in comparison to the value it corresponds to and that the confidence interval 

around the value itself is relatively small.  Furthermore, given that the confidence interval is 
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defined by two standard errors on either side of the regression coefficient, t-statistics with 

absolute values less than two represent confidence intervals that contain zero as a value.  In this 

case, the standard error is large in relation to the value it corresponds to.  Specifically—in terms 

of absolute value—the standard error is greater than or equal to one half of the value it 

corresponds to, and twice the standard error is greater than or equal to the value itself.  Thus, the 

95% confidence interval includes zero.  Therefore, a t-statistic less than two identifies an 

independent variable that may have no effect whatsoever on the dependent variable.   

However, t-statistics with absolute values greater than two define a relationship that is 

deemed to be “significant” at the 95% confidence level.  This simply states that a relationship 

between the dependent and independent variable can be assumed to exist—with a 95% degree of 

certainty that the type of relationship between the two that the regression process has identified 

(positive or negative) does exist. 

The R² and adjusted R² give the explanatory value of the independent variable in 

question.  In effect, these values tell how much of the change in the dependent variable can be 

explained by a change in the independent variable.  From the table above, changes in the SIZE 

variable explain 3.9% of the changes in the Gini index.  The adjusted R² contains a correction 

factor for multiple variable regression analyses.  In intuitive terms, this correction factor 

compensates for the possibility that, when testing a large number of independent variables, the 

R² value may overestimate the explanatory power of the independent variables.   

For example, adding any independent variable is likely to cause some increase in the R² 

value, regardless of how insignificant an effect the independent variable has on the dependent 

variable.  The adjusted R² corrects for this.  In effect, a reduction of the R² value is made each 

time an additional independent variable with low explanatory power is added to a test.  The size 



 58 

of the reduction will depend upon the explanatory power of the variable being added.  For 

example, adding a variable with extremely low explanatory power will result in an adjusted R² 

that is significantly smaller than the R² value.  Therefore, differences between the R² and 

adjusted R² values, and changes in those differences must be monitored as independent variables 

are added and removed from each test. 

In each of the tests, one of each of the size, fixed income, and education variables are 

included, where possible.  The remaining variables are rotated in and out of each test depending 

upon the variables that they are highly correlated with.  As stated previously, only six variables 

could be included in any one test. 

 

B.  Multiple Regression Tests 

The list of independent variables was constructed so that highly correlated  

variables were adjacent to one another.  The variables included in the first test are as follows.  

Y = GINI 

1. SIZE = Total number of households in the MSA. 

3. INCOME = Median income level of the MSA. 

5. MANUF = Percentage of the population in the MSA employed in manufacturing. 

7. SS = Percentage of households in the MSA receiving Social Security income. 

9. GENDER = Percentage of heads of households in the MSA that are female. 

11. ED INEQ = An educational inequality index for the MSA. 

Results for the test including all six odd numbered variables were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.319 21.385 R² 0.571 

SIZE (+) 6.147E-09 2.434 Adj. R² 0.563 

INCOME (–) -4.552E-07 3.180 n 329 

MANUF (–) -0.083 5.788   

SS (+) 0.058 3.048   

GENDER (+) 0.210 9.970   

ED INEQ (+) 0.431 9.394   
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All six of the included variables were found to have a relationship with income inequality that is 

significant at the 95% confidence level.  Using the adjusted R², changes in these six variables 

explained roughly 56% of the differences in the Gini indexes for the 329 included MSAs.  

Although all of the regression coefficients have the expected sign, this result in terms of 

explanatory power was much higher than expected. 

 The smallest t-statistic was given by the SS variable in the first test.  In order to ascertain 

whether or not the SS variable was a better predictor of income inequality than the AGE 

variable, SS was rotated out and AGE rotated in.  Results were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.318 21.970 R² 0.576 

SIZE (+) 5.859E-09 2.335 Adj. R² 0.568 

INCOME (–) -4.606E-07 3.283 n 329 

MANUF (–) -0.082 5.728   

AGE (+) 0.074 3.622   

GENDER (+) 0.211 10.100   

ED INEQ (+) 0.433 9.514   

 

It was found that the differences caused by changing the two variables were not only minor at 

best, but that the AGE variable appeared to be a slightly better predictor of income inequality, 

contrary to the predictions of this study.  However, the relationships between each of the 

independent variables and the Gini index remained significant at the 95% confidence level.  

Given the minor difference in the results here, the AGE variable was used to measure fixed 

income effects for the remainder of the tests in order to remain consistent with previous studies 

on the subject. 

 The next test was designed to determine whether or not total income or total population 

was a better predictor of income inequality.  For this test, the SIZE variable was removed and 

replaced with the AGG INC variable.  Results were as follows: 
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 Coefficient t-Statistic   

CONSTANT 0.321 21.969 R² 0.579 

AGG INC (+) 1.059E-13 2.714 Adj. R² 0.571 

INCOME (–) -5.122E-07 3.536 n 329 

MANUF (–) -0.082 5.693   

AGE (+) 0.074 3.619   

GENDER (+) 0.209 10.041   

ED INEQ (+) 0.428 9.429   

 

What can be seen is that the explanatory power of the variables increased slightly when the AGG 

INC variable was used in place of the SIZE variable.  As with the results from the SS variable, 

the SIZE variable was used for the remainder of the tests in order to remain consistent with 

previous works.  The next test rotated out the ED INEQ variable and rotated in the ED AVG 

variable.  However, in order to include the ED AVG variable, the INCOME variable had to be 

removed from the test for reasons of multi-colinearity between the variables.  Therefore, two 

tests had to be performed in order to examine the differences between the variables in the same 

environment.  The first test included the ED INEQ variable without the INCOME variable. 

Results were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.285 27.290 R² 0.562 

SIZE (+) 2.433E-09 1.051 Adj. R² 0.555 

MANUF (–) -0.086 5.893 n 329 

AGE (+) 0.090 4.453   

GENDER (+) 0.238 12.142   

ED INEQ (+) 0.448 9.760   

 

The second test swapped the ED INEQ and ED AVG variables.  Results were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.408 13.492 R² 0.444 

SIZE (+) 5.910E-09 2.271 Adj. R² 0.436 

MANUF (–) -0.122 7.445 n 329 

AGE (+) 0.042 1.792   

GENDER (+) 0.253 11.249   

ED AVG (–) -0.005 2.573   
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What can be seen is that the removal of the ED INEQ variable—and its replacement by the ED 

AVG variable—caused a precipitous fall in the explanatory power of the independent variables.  

As well, the AGE variable was no longer significant.  The conclusion here is that a measure of 

educational inequality is a much better predictor of income inequality than a measure of the 

average level of educational attainment.   

For the remainder of the tests, ED AVG was used to measure education levels, as ED 

INEQ could not be included with the remaining variables to be tested.  Given these results, the 

three variables to be included in applicable tests—one each for size, fixed income households, 

and education—were settled upon.  The remainder of the multiple variable regressions focused 

on rotating the remaining variables in and out of the tests. 

 Due to problems of multi-colinearity, the URBAN and INCOME variables could not be 

included in the same test.  Furthermore, the URBAN variable could not be included with either 

size variable.  Due to the same issue, the GENDER variable could not be included could not be 

included in the same test with the RACE variable.  Therefore, the next test was identical to the 

previous test, with the only exception being that RACE was substituted for GENDER.  Results 

were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.457 13.360 R² 0.322 

SIZE (+) 4.487E-09 1.486 Adj. R² 0.312 

AGE (+) 0.114 3.981 n 329 

MANUF (–) -0.109 -5.799   

RACE (+) 0.084 6.741   

ED AVG (–) -0.003 -1.470   

 

The differences in the results between these two tests may warrant further study.  What can be 

seen is that the AGE variable is significant when RACE is included in the test, but not significant 

when GENDER is included.  Furthermore, SIZE is not significant when RACE is included, but is 
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significant when GENDER is included.  Furthermore, given the difference between the 

explanatory power of both tests, it is possible that the GENDER variable captures some of the 

effects of the RACE variable.  The high correlation between the two variables alone (0.594) 

suggests that this may be the case.   

The only remaining variable to be tested was the URBAN variable, which was multi-

colinear with the SIZE, AGG INC, and INCOME variables.  In order to test the URBAN 

variable against all of the remaining variables, two tests had to be performed.  The only variable 

other than URBAN that was included in both tests was MANUF.  The remainder of the variables 

were rotated for reasons of multi-colinearity.  Results from the first test were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.452 13.466 R² 0.326 

URBAN (?) -0.021 0.050 Adj. R² 0.315 

RACE (+) 0.096 8.077 n 329 

AGE (+) 0.119 4.155   

ED AVG (–) -0.002 0.750   

MANUF (–) -0.117 6.074   

 

Results from the second test were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.300 22.993 R² 0.561 

URBAN (?) -0.017 1.969 Adj. R² 0.554 

GENDER (+) 0.237 12.224 n 329 

SS (+) 0.065 3.532   

ED INEQ (+) 0.470 10.117   

MANUF (–) -0.097 6.374   

 

These tests were designed to match the URBAN variable against the one set of variables it was 

most highly correlated with, and a second set of variables that it shared the lowest correlation 

with.  Given the results—that URBAN was only significant in one of the tests—one more test 

had to be performed.   
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 The correlation between the AGE and the SS variables is extremely high (0.991).  Given 

this, it should have made no difference which was included in either test.  As well, the MANUF 

variable was not correlated highly with any of the variables. The only remaining pair of highly 

correlated variables across the tests were GENDER and RACE.  The final two tests swapped the 

two variables.  Results from the first test were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.384 30.049 R² 0.417 

URBAN (?) -0.026 2.658 Adj. R² 0.408 

RACE (+) 0.063 5.713 n 329 

SS (+) 0.110 5.094   

ED INEQ (+) 0.435 7.444   

MANUF (–) -0.102 5.791   

 

Results from the second test were as follows: 

 Coefficient t-Statistic   

CONSTANT 0.401 13.004 R² 0.436 

URBAN (?) -0.001 0.097 Adj. R² 0.427 

GENDER (+) 0.264 11.869 n 329 

AGE (+) 0.037 1.546   

ED AVG (–) -0.004 2.306   

MANUF (–) -0.124 7.155   

  

The results from the final four tests are telling.  The rotation of the RACE, GENDER, and ED 

INEQ variables in and out of tests caused major changes in the explanatory power and 

significance of the other independent variables.  Aside from these three, only two of the 

remaining eight variables—INCOME and MANUF—were found to be significant at the 95% 

confidence level in every test in which they were included.  The correlation between the RACE 

and GENDER variables and the RACE and ED INEQ variable suggest some measure of overlap 

in the phenomena that the three variables are measuring.  In other words, to some degree, the 

RACE, GENDER, and ED INEQ variables may be capturing the same condition.  However, in 

order to determine whether or not this is the case, further study is necessary.
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I. Conclusions and Policy Implications 

 As previously stated, the independent variables included here could be expected to share 

one of three types of relationships with income inequality: (1) a positive relationship, (2) a 

negative relationship, or (3) no predictable relationship.  Table 2 provides a summary of the 

relationships that each variable shared with income inequality in all of the tests.  The signs next 

           

ADJ R² 0.563 0.568 0.571 0.555 0.436 0.312 0.315 0.554 0.408 0.427 

           
CONSTANT 0.319 0.318 0.321 0.285 0.408 0.457 0.452 0.300 0.384 0.401 

 (21.385) (21.970) (21.969) (27.290) (13.492) (13.360) (13.466) (22.993) (30.049) (13.004) 

           

TEST (1) (2) (3) (4) (5) (6) (7) (8) (9) (10) 

           
SIZE (+) 6.15E-09* 5.86E-09*  2.43E-09 5.91E-09* 4.49E-09     

 (2.434) (2.335)  (1.051) (2.271) (1.486)     
           

AGG INC (+)   1.06E-13**        

   (2.714)        
           

INCOME (–) -4.56E-07** -4.61E-07** -5.12E-07**        

 (3.180) (3.283) (3.536)        
           

URBAN (?)       -0.021 -0.017 -0.026** -0.001 

       (0.050) (1.969) (2.658) (0.097) 
           

MANUF (–) -0.083** -0.082** -0.082** -0.086** -0.122** -0.109** -0.117** -0.097** -0.102** -0.124** 

 (5.788) (5.728) (5.693) (5.893) (7.445) (5.799) (6.074) (6.374) (5.791) (7.155) 

           

AGE (+)  0.074** 0.074** 0.090** 0.042 0.114** 0.119*   0.037 

  (3.622) (3.619) (4.453) (1.792) (3.981) (4.155)   (1.546) 
           

SS (+) 0.058**       0.065** 0.110**  

 (3.048)       (3.532) (5.094)  
           

RACE (+)      0.084** 0.096**  0.063**  

      (6.741) (8.077)  (5.713)  
           

GENDER (+) 0.210** 0.211** 0.209** 0.238** 0.253**   0.237**  0.264** 

 (9.970) (10.100) (10.041) (12.142) (11.249)   (12.224)  (11.869) 
           

ED AVG (–)     -0.005* -0.003 -0.002   -0.004* 

     (2.573) (1.470) (0.750)   (2.306) 
           

ED INEQ (+) 0.431** 0.433** 0.428** 0.448**    0.470** 0.435**  

 (9.394) (9.514) (9.429) (9.760)    (10.117) (7.444)  

           

Table 2: Summary Regression Results 

t-Statistics are given below each coefficient in parentheses. 

* Indicates a variable that is significant at the 95% confidence level. 

** Indicates a variable that is significant at the 99% confidence level. 

 

to each coefficient illustrate the type of relationship that the variable shared with income 

inequality.  For instance, a minus next to the regression coefficient signifies a negative 
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relationship with income inequality—as the value of the variable increases, income inequality 

falls.  A plus sign next to a coefficient indicates the opposite relationship—as the value of the 

variable increases, income inequality increases.  The plus and minus signs next to the variable 

name indicate the type of relationship that was expected by this study.  As can be seen from the 

results, some variables drift in and out of statistical significance depending upon what other 

variables they are tested with.  By contrast, several of the variables are statistically significant in 

every test in which they are included.  A number of policy implications emerge from the above 

findings. 

 It should be stated that this study does not advocate any specific policy goal where 

income inequality is concerned.  It is proposed here that these decisions are best left to the 

representative democracy.  The purposes here were, as stated, to measure the level and to 

determine the causes of income inequality at the MSA level nationally and as they relate to Erie.  

This much has been accomplished, and the results are intended only to inform those who bear the 

responsibility of determining the appropriate goals of government policy as it relates to this 

phenomenon.  However, it must be noted that income inequality is not necessarily a “bad” thing.  

Conversely, it is also not necessarily a “good” thing.  The degree to which income inequality can 

be deemed as being good or bad by society should ultimately determine the goals of policy 

concerning this phenomenon.  Given this, it is necessary to examine, at least briefly, the two 

extreme cases. 

 In a society with a perfectly unequal distribution of income, one member of the 

population has all of the income and all others have none.  This situation should be expected to 

satisfy only one member of the society—the individual that has all of the income.  In the 

opposite case—the perfectly equal distribution of income—each member of society has an 
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identical share of the total income.  If either of these conditions are the result of a policy action, 

the same difficulty emerges. 

 If government determines that all income within a society should be distributed to one 

individual, that individual has no incentive to work—he or she is guaranteed a certain level of 

income.  Furthermore, no other member of the society has an incentive to work, as her/his 

income will be completely redistributed to that one fortunate individual.  However, if 

government determines that all income within a society should be distributed equally across all 

members of the society, then any individual is capable of not working and receiving the same 

amount of income as any other member of society.  In effect, every member of society has no 

incentive to work.  In either case—a perfectly equal or perfectly unequal distribution of 

income—the economic output of the society should be expected to ultimately fall to zero.  Put 

simply, in either case, everyone is worse off.  Therefore, even if it is assumed that a perfectly 

unequal distribution of income is the worst-case scenario, it does not necessarily follow that a 

government mandated perfectly equal distribution of income is the best-case scenario.  However, 

as stated, it will ultimately be the responsibility of policy makers to determine the degree to 

which income inequality is a good or bad thing.  In order to assist in this process, some 

interpretation of these findings will be given here. 

 

 Policy Implications 

 Where it concerns the SIZE and AGG INC variables, a consistently positive relationship 

between each and income inequality has been identified, although the strength of the relationship 

varies from test to test.  This is to say that, as the total population (SIZE) or total income (AGG 

INC) in a metro area increases, the distribution of income should be expected to become more 
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unequal.  Therefore, an economic policy that is directed solely at encouraging population growth 

or total income growth in the Erie area—holding all other factors constant—should be expected 

to also cause income inequality to increase. 

 Table 2 also illustrates that the INCOME variable—the median income of the metro 

area—shared a consistently strong negative relationship with income inequality.  Thus, as 

personal income levels rise within a population, the distribution of income should be expected to 

become more equal.  The results appear to support the view that as personal incomes increase, 

the poor benefit more relative to the rich.  Therefore, a policy aimed at increasing personal or 

household incomes in the Erie area should be expected to cause the distribution of income to 

become more equal. 

 The URBAN variable shared a consistently negative relationship with income inequality, 

meaning that as the percentage of a population living in urbanized areas rises income inequality 

falls.  But this variable was only significant in one test.  Consequently, no firm conclusions can 

be reached on what effect a more urbanized population will have on income inequality in a metro 

area.  It is highly likely that at least part of the condition that the URBAN variable measures is 

captured by some combination of the other independent variables in the study. 

 The MANUF variable—the percentage of a population employed in manufacturing—was 

the only variable that could be included in all tests.  This variable shared a consistently strong, 

negative relationship with income inequality.  Thus, as manufacturing employment increases in a 

population, the distribution of income should be expected to become more equal.  As a result, 

policies designed to expand manufacturing activity in a metro area—if successful—should be 

expected to cause income inequality to decrease.  Conversely, if a metro area suffers a loss of 

manufacturing employment, it should be expected that income inequality will increase.  This 
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result is consistent with the loss of manufacturing employment in Erie during the 1980s and the 

growth of income inequality in Erie—at a more rapid rate than the state and the nation—over the 

same period. 

 The two variables that measured the fixed income effects associated with age or 

disability, AGE and SS, shared a consistently positive relationship with income inequality that 

was significant in most of the tests.  It may be concluded from this that as the population of a 

metro area ages, the distribution of income will become more unequal as a result.  Two ways in 

which the population in a metro area can age would be by simply having a low birth rate or high 

infant mortality rate, or by having a large number of younger members of the workforce 

migrating away from the metro area in question.  Therefore, policies designed to attract younger 

workers to and keep younger workers in the Erie area should be expected to cause income 

inequality to decrease—holding all other factors constant. 

 The RACE variable—measuring the percentage of a population that is non-white—also 

had a consistently strong positive relationship with income inequality, but the causes of this are 

unclear.  As noted earlier, the median income levels of nearly all categories of non-white citizens 

are lower than those of white citizens.  As median income has been shown to be a significant 

predictor of income inequality, it is possible that the RACE variable is capturing an income 

effect.  However, these results would also be consistent with a hypothesis that racial 

discrimination is to blame for the relationship.  In any case, no clear recommendations can be 

made here without further study as to whether this is an income effect, a discrimination effect, or 

some other type of effect entirely. 

The results for the GENDER variable—the percentage of households in a population 
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headed by women—can be interpreted in much the same way as the RACE variable.  While 

there is a consistently strong positive relationship between the percentage of households in a 

metro area with a woman as the head of household and income inequality, the causes of this 

relationship are unclear.  Much like the RACE variable, this could be the result of an income 

effect, a discrimination effect, or something else.  Further study is also warranted here before any 

policy advice can be given. 

 The ED AVG variable—measuring the mean years of schooling in a population—shared 

a consistently negative relationship with income inequality, implying that as the average 

education level in a population rises income inequality falls.  However, the variable drifted in 

and out of significance when it was included with different sets of other variables.  As a result, it 

is unclear whether a policy that was designed to affect the average years of schooling in a metro 

area would have any substantive effect on the distribution of income. 

 The ED INEQ variable—a measure of the degree of educational inequality within a 

population—shared a consistently strong, positive relationship with income inequality.  This is to 

say that, as inequalities in the education levels of the members of a population increase, the 

distribution of income should be expected to become more unequal.  While the results from 

testing the relationship between the mean education level (ED AVG) and income inequality were 

inconclusive, what is clear here is that the dispersion of the education levels of individual 

members of the population around that mean is worthy of closer examination.  Given the results, 

a policy directed at providing more equal opportunities for educational achievement in a metro 

area—holding all other factors constant—should be expected to result in a more equal 

distribution of income.   
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 While many of the relationships found in this study are clear, it is possible that a closer 

examination of the explanatory variables may offer an even finer picture of the causes of income 

inequality in a metro area.  For example, while it is clear that there is a strong association 

between the GENDER variable and income inequality, it is unclear as to what factors cause this 

association.  A possible extension of this study would be to examine the highly explanatory 

variables as found here in greater detail towards the ends of deriving a more detailed explanation 

of income inequality in a metro area.    
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Appendix A: MSAs Ranked by 2000 Gini Score 

RANK METROPOLITAN STATISTICAL AREA GINI  RANK METROPOLITAN STATISTICAL AREA GINI 

 United States 0.461  44 Bismarck, ND MSA 0.413 

 Pennsylvania 0.451  45 Wichita, KS MSA 0.413 

1 Sheboygan, WI MSA 0.380  46 Minneapolis-St. Paul, MN-WI MSA 0.413 

2 Janesville--Beloit, WI MSA 0.384  47 Hagerstown, MD PMSA 0.414 

3 Appleton-Oshkosh-Neenah, WI MSA 0.385  48 Topeka, KS MSA 0.414 

4 Jacksonville, NC MSA 0.386  49 Portsmouth-Rochester, NH-ME PMSA 0.415 

5 York, PA MSA 0.388  50 Richland-Kennewick-Pasco, WA MSA 0.415 

6 Nashua, NH PMSA 0.389  51 Des Moines, IA MSA 0.415 

7 Lancaster, PA MSA 0.393  52 Salem, OR PMSA;  0.415 

8 Kenosha, WI PMSA  0.395  53 Bloomington-Normal, IL MSA 0.415 

9 Provo-Orem, UT MSA 0.397  54 Manchester, NH PMSA  0.416 

10 Wausau, WI MSA 0.397  55 Wilmington-Newark, DE-MD PMSA  0.416 

11 Green Bay, WI MSA 0.397  56 Reading, PA MSA 0.416 

12 Cheyenne, WY MSA 0.399  57 Dutchess County, NY PMSA  0.416 

13 Racine, WI PMSA 0.401  58 New London-Norwich, CT-RI MSA 0.416 

14 Olympia, WA PMSA  0.402  59 Harrisburg-Lebanon-Carlisle, PA MSA 0.416 

15 Sioux Falls, SD MSA 0.402  60 Fort Collins-Loveland, CO MSA 0.417 

16 Brockton, MA PMSA  0.403  61 Fayetteville, NC MSA 0.417 

17 Dover, DE MSA 0.403  62 Mansfield, OH MSA 0.417 

18 Eau Claire, WI MSA 0.404  63 Lincoln, NE MSA 0.418 

19 Salt Lake City-Ogden, UT MSA 0.404  64 La Crosse, WI-MN MSA 0.418 

20 Cedar Rapids, IA MSA 0.405  65 Norfolk-Virginia Beach-Newport News, VA-NC MSA 0.418 

21 Brazoria, TX PMSA  0.405  66 Fitchburg-Leominster, MA PMSA 0.419 

22 Colorado Springs, CO MSA 0.405  67 Allentown-Bethlehem-Easton, PA MSA 0.419 

23 Tacoma, WA PMSA  0.406  68 Middlesex-Somerset-Hunterdon, NJ PMSA  0.419 

24 Clarksville-Hopkinsville, TN-KY MSA 0.406  69 Hickory-Morganton-Lenoir, NC MSA 0.419 

25 Kokomo, IN MSA 0.406  70 Boise City, ID MSA 0.420 

26 Lowell, MA-NH PMSA 0.406  71 Ventura, CA PMSA  0.420 

27 Newburgh, NY-PA PMSA  0.407  72 Santa Rosa, CA PMSA 0.421 

28 Vallejo-Fairfield-Napa, CA PMSA  0.407  73 Davenport-Moline-Rock Island, IA-IL MSA 0.421 

29 Grand Rapids-Muskegon-Holland, MI MSA 0.408  74 Glens Falls, NY MSA 0.421 

30 Hamilton-Middletown, OH PMSA  0.408  75 Lawton, OK MSA 0.422 

31 Bremerton, WA PMSA 0.409  76 Portland-Vancouver, OR-WA PMSA  0.422 

32 Killeen-Temple, TX MSA 0.409  77 Dubuque, IA MSA 0.422 

33 St. Cloud, MN MSA 0.409  78 Altoona, PA MSA 0.422 

34 Rockford, IL MSA 0.409  79 Lansing-East Lansing, MI MSA 0.422 

35 Fort Walton Beach, FL MSA 0.410  80 Casper, WY MSA 0.423 

36 Burlington, VT MSA 0.410  81 Peoria-Pekin, IL MSA 0.423 

37 Elkhart-Goshen, IN MSA 0.410  82 Sioux City, IA-NE MSA 0.423 

38 Rochester, MN MSA 0.411  83 Ann Arbor, MI PMSA  0.423 

39 Fort Wayne, IN MSA 0.411  84 Duluth-Superior, MN-WI MSA 0.423 

40 Lima, OH MSA 0.411  85 Omaha, NE-IA MSA 0.423 

41 Kankakee, IL PMSA 0.412  86 Grand Forks, ND-MN MSA 0.423 

42 Jackson, MI MSA 0.412  87 South Bend, IN MSA 0.424 

43 Madison, WI MSA 0.413  88 Melbourne-Titusville-Palm Bay, FL MSA 0.425 
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89 Washington, DC-MD-VA-WV PMSA 0.425  136 Youngstown-Warren, OH MSA 0.435 

90 Jamestown, NY MSA 0.425  137 Missoula, MT MSA 0.435 

91 Gary, IN PMSA  0.426  138 St. Joseph, MO MSA 0.435 

92 Springfield, IL MSA 0.426  139 Pocatello, ID MSA 0.435 

93 Rapid City, SD MSA 0.426  140 Cumberland, MD-WV MSA 0.435 

94 Barnstable-Yarmouth, MA MSA 0.426  141 Biloxi-Gulfport-Pascagoula, MS MSA 0.436 

95 Williamsport, PA MSA 0.427  142 Waterbury, CT PMSA  0.436 

96 Nassau-Suffolk, NY PMSA  0.427  143 Orlando, FL MSA 0.436 

97 Elmira, NY MSA 0.427  144 Riverside-San Bernardino, CA PMSA 0.436 

98 Kalamazoo-Battle Creek, MI MSA 0.428  145 Wichita Falls, TX MSA 0.436 

99 Kansas City, MO-KS MSA 0.428  146 Roanoke, VA MSA 0.437 

100 Albany-Schenectady-Troy, NY MSA 0.428  147 Parkersburg-Marietta, WV-OH MSA 0.437 

101 Myrtle Beach, SC MSA 0.429  148 Baltimore, MD PMSA 0.437 

102 Erie, PA MSA 0.429  149 Spokane, WA MSA 0.437 

103 Sharon, PA MSA 0.429  150 Atlantic-Cape May, NJ PMSA  0.437 

104 Greeley, CO PMSA  0.430  151 Raleigh-Durham-Chapel Hill, NC MSA 0.437 

105 San Jose, CA PMSA  0.430  152 Saginaw-Bay City-Midland, MI MSA 0.437 

106 Fayetteville-Springdale-Rogers, AR MSA 0.430  153 Terre Haute, IN MSA 0.438 

107 Steubenville-Weirton, OH-WV MSA 0.430  154 Joplin, MO MSA 0.438 

108 Denver, CO PMSA 0.430  155 Utica—Rome, NY MSA 0.438 

109 Rochester, NY MSA 0.430  156 Yuma, AZ MSA 0.438 

110 Indianapolis, IN MSA 0.431  157 Orange County, CA PMSA 0.438 

111 Fort Worth-Arlington, TX PMSA  0.431  158 Boulder-Longmont, CO PMSA  0.438 

112 Punta Gorda, FL MSA 0.432  159 Great Falls, MT MSA 0.438 

113 Fargo-Moorhead, ND-MN MSA 0.432  160 Columbia, SC MSA 0.438 

114 Johnstown, PA MSA 0.432  161 Huntsville, AL MSA 0.439 

115 Waterloo-Cedar Falls, IA MSA 0.432  162 Daytona Beach, FL MSA 0.439 

116 Flagstaff, AZ-UT MSA 0.432  163 Jacksonville, FL MSA 0.439 

117 Hartford, CT MSA 0.433  164 Modesto, CA MSA 0.439 

118 Canton-Massillon, OH MSA 0.433  165 Phoenix-Mesa, AZ MSA 0.440 

119 Dayton-Springfield, OH MSA 0.433  166 Goldsboro, NC MSA 0.440 

120 Richmond-Petersburg, VA MSA 0.433  167 Syracuse, NY MSA 0.440 

121 Lynchburg, VA MSA 0.433  168 Evansville-Henderson, IN-KY MSA 0.440 

122 Flint, MI PMSA  0.433  169 Charlotte-Gastonia-Rock Hill, NC-SC MSA 0.440 

123 Sacramento, CA PMSA 0.433  170 Enid, OK MSA 0.440 

124 Grand Junction, CO MSA 0.433  171 Portland, ME MSA 0.440 

125 Lakeland-Winter Haven, FL MSA 0.433  172 Binghamton, NY MSA 0.440 

126 Columbus, OH MSA 0.434  173 Billings, MT MSA 0.441 

127 Milwaukee-Waukesha, WI PMSA  0.434  174 Springfield, MA MSA 0.441 

128 Vineland-Millville-Bridgeton, NJ PMSA  0.434  175 Akron, OH PMSA 0.441 

129 Seattle-Bellevue-Everett, WA PMSA  0.434  176 St. Louis, MO-IL MSA 0.441 

130 Worcester, MA-CT PMSA 0.434  177 Stockton-Lodi, CA MSA 0.441 

131 Lafayette, IN MSA 0.434  178 Little Rock-North Little Rock, AR MSA 0.442 

132 Atlanta, GA MSA 0.434  179 Albuquerque, NM MSA 0.442 

133 Panama City, FL MSA 0.434  180 Greensboro-Winston-Salem-High Point, NC MSA 0.442 

134 Las Vegas, NV-AZ MSA 0.434  181 Bellingham, WA MSA 0.442 

135 Danbury, CT PMSA  0.435  182 Lewiston-Auburn, ME MSA 0.442 
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183 Merced, CA MSA 0.443  230 Santa Cruz-Watsonville, CA PMSA  0.452 

184 Pittsfield, MA MSA 0.443  231 Yuba City, CA MSA 0.452 

185 Yakima, WA MSA 0.443  232 San Diego, CA MSA 0.452 

186 Sherman-Denison, TX MSA 0.443  233 Providence-Fall River-Warwick, RI-MA MSA 0.452 

187 Buffalo-Niagara Falls, NY MSA 0.444  234 Columbia, MO MSA 0.453 

188 Salinas, CA MSA 0.444  235 New Haven-Meriden, CT PMSA  0.453 

189 Pensacola, FL MSA 0.444  236 Charlottesville, VA MSA 0.453 

190 San Luis Obispo-Atascadero-Paso Robles, CA MSA 0.444  237 Galveston-Texas City, TX PMSA 0.453 

191 Springfield, MO MSA 0.444  238 State College, PA MSA 0.454 

192 Decatur, IL MSA 0.444  239 Danville, VA MSA 0.454 

193 Detroit, MI PMSA 0.444  240 Rocky Mount, NC MSA 0.454 

194 Scranton-Wilkes-Barre-Hazleton, PA MSA 0.444  241 Chicago, IL PMSA  0.454 

195 Lawrence, MA-NH PMSA  0.444  242 Tucson, AZ MSA 0.454 

196 Owensboro, KY MSA 0.445  243 Gadsden, AL MSA 0.455 

197 Oakland, CA PMSA 0.445  244 Tampa-St. Petersburg-Clearwater, FL MSA 0.456 

198 Ocala, FL MSA 0.445  245 Corvallis, OR MSA 0.456 

199 Victoria, TX MSA 0.445  246 Lexington, KY MSA 0.456 

200 Sumter, SC MSA 0.445  247 Philadelphia, PA-NJ  PMSA  0.456 

201 Austin-San Marcos, TX MSA 0.445  248 Bakersfield, CA MSA 0.456 

202 Nashville, TN MSA 0.446  249 Beaumont-Port Arthur, TX MSA 0.457 

203 Tulsa, OK MSA 0.446  250 Chattanooga, TN-GA MSA 0.457 

204 Toledo, OH MSA 0.447  251 Dallas, TX PMSA 0.457 

205 Asheville, NC MSA 0.447  252 Baton Rouge, LA MSA 0.457 

206 Santa Fe, NM MSA 0.447  253 Houma, LA MSA 0.458 

207 Monmouth-Ocean, NJ PMSA 0.447  254 Amarillo, TX MSA 0.458 

208 Oklahoma City, OK MSA 0.448  255 Tyler, TX MSA 0.458 

209 Greenville-Spartanburg-Anderson, SC MSA 0.448  256 Yolo, CA PMSA 0.458 

210 Eugene-Springfield, OR MSA 0.449  257 Jackson, TN MSA 0.458 

211 Benton Harbor, MI MSA 0.449  258 Pittsburgh, PA MSA 0.459 

212 Fort Smith, AR-OK MSA 0.449  259 San Angelo, TX MSA 0.459 

213 Medford-Ashland, OR MSA 0.449  260 Bridgeport, CT PMSA  0.459 

214 San Antonio, TX MSA 0.449  261 Wheeling, WV-OH MSA 0.459 

215 Louisville, KY--IN MSA 0.449  262 Bergen-Passaic, NJ PMSA  0.459 

216 Macon, GA MSA 0.450  263 Dothan, AL MSA 0.459 

217 Charleston-North Charleston, SC MSA 0.450  264 Wilmington, NC MSA 0.459 

218 Bangor, ME MSA 0.450  265 Trenton, NJ PMSA 0.460 

219 Champaign-Urbana, IL MSA 0.451  266 Visalia-Tulare-Porterville, CA MSA 0.460 

220 Augusta-Aiken, GA-SC MSA 0.451  267 Longview-Marshall, TX MSA 0.461 

221 Redding, CA MSA 0.451  268 Columbus, GA-AL MSA 0.461 

222 Cleveland-Lorain-Elyria, OH PMSA  0.451  269 Corpus Christi, TX MSA 0.461 

223 Jonesboro, AR MSA 0.451  270 Fort Lauderdale, FL PMSA  0.462 

224 Abilene, TX MSA 0.452  271 Johnson City-Kingsport-Bristol, TN-VA MSA 0.462 

225 Cincinnati, OH-KY-IN PMSA;  0.452  272 Knoxville, TN MSA 0.462 

226 Reno, NV MSA 0.452  273 Lake Charles, LA MSA 0.463 

227 Montgomery, AL MSA 0.452  274 Iowa City, IA MSA 0.464 

228 Decatur, AL MSA 0.452  275 Sarasota-Bradenton, FL MSA 0.464 

229 Pueblo, CO MSA 0.452  276 Lawrence, KS MSA 0.465 
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277 Pine Bluff, AR MSA 0.465  304 Tallahassee, FL MSA 0.478 

278 Memphis, TN-AR-MS MSA 0.465  305 Lubbock, TX MSA 0.478 

279 Boston, MA-NH PMSA  0.466  306 Jersey City, NJ PMSA 0.479 

280 Las Cruces, NM MSA 0.466  307 Savannah, GA MSA 0.479 

281 Houston, TX PMSA 0.466  308 Albany, GA MSA 0.484 

282 Muncie, IN MSA 0.466  309 Hattiesburg, MS MSA 0.484 

283 Florence, AL MSA 0.466  310 Greenville, NC MSA 0.485 

284 Fresno, CA MSA 0.467  311 San Francisco, CA PMSA  0.485 

285 Mobile, AL MSA 0.468  312 New Orleans, LA MSA 0.485 

286 Fort Myers-Cape Coral, FL MSA 0.468  313 Monroe, LA MSA 0.487 

287 New Bedford, MA PMSA  0.468  314 Tuscaloosa, AL MSA 0.487 

288 El Paso, TX MSA 0.469  315 Lafayette, LA MSA 0.487 

289 Odessa-Midland, TX MSA 0.469  316 Brownsville-Harlingen-San Benito, TX MSA 0.488 

290 Chico-Paradise, CA MSA 0.469  317 McAllen-Edinburg-Mission, TX MSA 0.489 

291 Anniston, AL MSA 0.469  318 Alexandria, LA MSA 0.490 

292 Fort Pierce-Port St. Lucie, FL MSA 0.470  319 Laredo, TX MSA 0.491 

293 Jackson, MS MSA 0.471  320 Athens, GA MSA 0.493 

294 Charleston, WV MSA 0.471  321 Gainesville, FL MSA 0.495 

295 Huntington-Ashland, WV-KY-OH MSA 0.471  322 Los Angeles-Long Beach, CA PMSA 0.497 

296 Bloomington, IN MSA 0.472  323 Auburn-Opelika, AL MSA 0.498 

297 Florence, SC MSA 0.473  324 Naples, FL MSA 0.500 

298 Waco, TX MSA 0.474  325 West Palm Beach-Boca Raton, FL MSA 0.501 

299 Santa Barbara-Santa Maria-Lompoc, CA MSA 0.474  326 Miami, FL PMSA  0.507 

300 Birmingham, AL MSA 0.475  327 Bryan-College Station, TX MSA 0.512 

301 Newark, NJ PMSA 0.475  328 Stamford-Norwalk, CT PMSA 0.525 

302 Shreveport-Bossier City, LA MSA 0.475  329 New York, NY PMSA  0.534 

303 Texarkana, TX-Texarkana, AR MSA 0.476     

 



 78 

Appendix B: U.S. States Ranked by 2000 Gini Score 

RANK STATE GINI  RANK STATE GINI 

 United States 0.461  27 Missouri 0.448 

1 Alaska 0.401  28 Arizona 0.448 

2 Utah 0.409  29 North Carolina 0.450 

3 Wisconsin 0.412  30 Pennsylvania 0.451 

4 New Hampshire 0.413  31 South Carolina 0.452 

5 Iowa 0.418  32 Illinois 0.453 

6 Indiana 0.423  33 Oklahoma 0.454 

7 Vermont 0.423  34 New Jersey 0.455 

8 Nebraska 0.424  35 Rhode Island 0.456 

9 Minnesota 0.425  36 Arkansas 0.458 

10 Delaware 0.427  37 Georgia 0.458 

11 Idaho 0.428  38 New Mexico 0.459 

12 Wyoming 0.428  39 Massachusetts 0.459 

13 North Dakota 0.429  40 Tennessee 0.463 

14 Maryland 0.430  41 Texas 0.467 

15 Hawaii 0.431  42 Kentucky 0.467 

16 Nevada 0.433  43 Florida 0.467 

17 Kansas 0.434  44 West Virginia 0.468 

18 South Dakota 0.434  45 California 0.471 

19 Washington 0.434  46 Connecticut 0.471 

20 Colorado 0.436  47 Alabama 0.473 

21 Maine 0.436  48 Mississippi 0.476 

22 Oregon 0.437  49 Louisiana 0.480 

23 Montana 0.437  50 New York 0.494 

24 Michigan 0.438  51 District of Columbia 0.539 

25 Ohio 0.440     

26 Virginia 0.447     
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Appendix C: Pennsylvania MSAs Ranked by 2000 Gini Score 

OVERALL PA RANK METROPOLITAN STATISTICAL AREA GINI 

  United States 0.461 

  Pennsylvania 0.451 

5 1 York, PA MSA 0.388 

7 2 Lancaster, PA MSA 0.393 

27 3 Newburgh, NY-PA PMSA 0.407 

56 4 Reading, PA MSA 0.416 

59 5 Harrisburg-Lebanon-Carlisle, PA MSA 0.416 

67 6 Allentown-Bethlehem-Easton, PA MSA 0.419 

78 7 Altoona, PA MSA 0.422 

95 8 Williamsport, PA MSA 0.427 

102 9 Erie, PA MSA 0.429 

103 10 Sharon, PA MSA 0.429 

114 11 Johnstown, PA MSA 0.432 

194 12 Scranton-Wilkes-Barre-Hazleton, PA MSA 0.444 

238 13 State College, PA MSA 0.454 

247 14 Philadelphia, PA-NJ PMSA  0.456 

258 15 Pittsburgh, PA MSA 0.459 
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Appendix D: Correlation Matrix for Independent Variables 

 Y X1 X2 X3 X4 X5 X6 X7 X8 X9 X10 X11 

 GINI   SIZE AGG INC INCOME URBAN MANUF AGE SS RACE GENDER ED AVG ED INEQ 

GINI   1            

SIZE 0.197 1           

AGG INC 0.184 0.991 1          

INCOME -0.317 0.332 0.401 1         

URBAN 0.084 0.434 0.441 0.472 1        

MANUF -0.355 -0.095 -0.095 0.077 -0.342 1       

AGE 0.101 -0.136 -0.148 -0.249 -0.116 0.031 1      

SS 0.081 -0.196 -0.213 -0.319 -0.211 0.063 0.982 1     

RACE 0.435 0.341 0.343 0.036 0.252 -0.217 -0.299 -0.306 1    

GENDER 0.572 0.188 0.156 -0.315 0.012 -0.104 0.019 0.043 0.594 1   

ED AVG -0.184 0.106 0.142 0.529 0.192 -0.171 -0.308 -0.367 -0.240 -0.216 1  

ED INEQ 0.503 0.187 0.188 -0.069 0.250 -0.223 -0.164 -0.186 0.501 0.196 -0.520 1 

  
Note: Highlighted cells mark the intersection of variables with high correlations that may be subject to multi-colinearity.   

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 


